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1.0 Executive Summary
The Modular Rover for Extreme Terrain Access (MoRETA) was a student driven project that consisted in the conception, design, production, testing and operation of a rover featuring both wheeled and legged mobility. 

MoRETA ran as a three-semester project starting in February 2006 and ending in May 2007 as part of the MIT Aero/Astro Department capstone project 16.83X.  This design document serves as the final comprehensive publication of the full duration of the project. 

The document begins with a discussion of the motivation behind the MoRETA project, followed by the requirements that drove its attributes and a physical overview of the rover.  After this, the main subsystems of the project are expanded.  A detailed analysis of each of them is approached by an initial overview - which describes the subsystem’s functions and descriptions - following this, a particular list of the requirements that drove the team, the hardware and software designed and manufactured, a mention of the relevant mass, cost and power budgets, a discussion and study of the tests ran by the subsystem, and eventual suggestions for improvement. An outline of the integration and testing follows the subsystem breakdown, describing the main interactions that took place between the various modules leading to the fully integrated MoRETA. An operations portion of the document provides instructions and guidance to key operations of the rover, such as start-up, calibration and the joystick or autonomous running of MoRETA.  Lastly, the key results and suggested future work wrap up the document.

Several appendices are also included, providing the initial problem statement, operational specifications, the original and modified requirements document, CAD models, schematic drawings, autonomy and avionics code, hardware data sheets, interface control documents, and a detailed expense report and schedule.
2.0 Motivation 

The MoRETA project was established in order to develop and validate a modular rover design capable of conducting a wide range of high impact science operations in a variety of extreme terrains under both direct and remote human guidance in order to maximize the scientific return per cost of future Lunar and Martian rovers.  

The success of the Mars Exploration Rovers (MER) during their missions has demonstrated the importance these rovers have in the exploration of planetary surfaces.  Future rovers bound for Martian and Lunar surfaces will need to be more autonomous, capable of assisting astronauts, and able to perform multiple tasks in order to truly return the highest value for the mission1,2.  Furthermore, the most interesting scientific samples are located in areas of extreme terrains.  For example, meteorite impacts and erosion expose layered bedrock on steep slopes which contain material holding clues to Martian geological, hydrological, and biological history such as those seen in the inner wall of “Endurance Crater”3.  These terrains result in a need for a more mobile and versatile rover as such extreme terrains pose a high risk to the current rovers2.
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Figure 1: At Base of Burns Cliff
3.0 Requirements

The requirements for the MoRETA were based upon the motivation for the project and were developed by the customers, in other words, the professors and department staff who would serve as mentors for the project. TTThTTT 

The customer requirements for MoRETA state that the rover must be capable of both wheeled and legged mobility.  On smooth terrains, the rover shall traverse on wheels, and on rough terrain, the rover shall enable legged mobility.  The size of the rover shall be larger than Sojourner and smaller than MER.  The rover body structure must be capable of carrying all avionics components, including sufficient batteries to complete the test course on a single charge.

All mechanical and avionics components on the rover shall possess modular connections to allow for fast assembly. The rover shall be able to traverse the terrain autonomously, and the rover must be able to support direct commanding through joystick controls. The final test course that the rover must complete consists of a 5 meter long flat terrain and a 2 meter high sand hill at an angle between 20 and 30 degrees.

For a more in depth look at the customer requirements, the requirements document has been included in Appendix A.

4.0 Overview

MoRETA is comprised of three main subsystems: Mechanical, Avionics and Autonomy, which in turn are broken into subgroups responsible for the specific design of a component on the rover.  Each subsystem has had one or more representatives in the systems and integration team during the duration of the project.  This team was responsible for the project meeting all high-level requirements and timelines.  The Mechanical subsystem is broken into chassis, wheel, leg and foot.  The Avionics subsystem is broken into power, orientation, leg & wheel module, and Single Board Computer.  The Autonomy subsystem is broken into locomotion, foot placement planning, user interface, and vision/mapping.  
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Figure 2: MoRETA Without Wheels Attached
MoRETA is equiped with its own autonomous processing unit, a suite of sensors and actuators accompanied by avionics microprocesssors, a mechanical chassis, wheels, legs and a variety of other components. The overal rover and its conceptual design are shown in Figures 2 and 3 respectively. The entire rover weighs 75 kg as of the spring of 2007, and measures 100 cm in the X-direction, 85 cm in the Y-direction and 85 cm in the Z direction when the rover is in wheeled mobility. 
Each leg is comprised of two sections which measure 45 cm long giving a maximum leg length of around 80 cm. The wheels themselves measure 22 cm in diameter. The rover is capable of traveling at a maximum speed of 5 cm/sec while in legged configuration and 100 cm/sec while in wheeled configuration.  MoRETA is powered via ten 8 amp-hour Litium Poylmer Cells. 
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Figure 3: Conceptual Design of the Full MoRETA Rover
MoRETA is capable of autonomously directing itself by means of its onboard autonomy software coupled with robust avionics boards which allow the autonomy commands to be reliably implemented by the mechanical systems. In order to complete its operations, the high level concepts of operation followed:

- The rover captures images using a camera with two lenses spaced apart from one another in order to obtain a stereo-image. 

- These image frames are then sent through local mapping algorithms which in turn produce an orthographic map 

- The foot placement planning software uses the orthographic maps to create a state plan of steps for the rover to follow. The planning software is capable of receiving direct user input as to the direction for the rover to move to create the state plan or uses a high level global plan that is inputted by a remote user. 

- From this state plan a locomotion module determines and sends joint angles and toques to the individual microprocessors located above all four wheels. 

- The microprocessors then drive the motors through motor driver chips which move the desired appendage. 

- As the rover moves forward, sensors on the wheels, feet and legs feedback their actual angles, rate of movement, location to the microprocessors and locomotion module.

- Simultaneously, the stereo-imaging camera is acquiring more pictures for future movement. 

This entire process is illustrated in the high level concept of operations in Figure 4.
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Figure 4: High Level Concepts of Operations
Class Structure

The MoRETA project has spanned over three semesters with nearly 70 students participating in the design process.  Due to the structure of the class, there were many more participants during the first semester compared to the last two with approximately 65 and 23 students respectively.  This is due to seniors graduating after the first semester.

The project has undergone a four phase during this time: the Conceptual Design phase, the Preliminary Design phase, the Critical Design phase, and the Production and Testing phase.  The Conceptual and Preliminary Design phases occurred between February and March of 2006.  During this time students determined requirements, high-level system specifications, and developed preliminary prototypes to test for functionality.  Also during this time, the high level requirements were descoped to ensure that systems being developed had resources.  The Critical Design phase occurred during in the period beginning in March through October 2006.  In this phase, students tested the prototype in order to improve the designs for the final product.  As each component was further defined, interfaces between the components were identified and established.  The last portion of the class between October 2006 and March of 2007 was spent cleaning the designs of individual components and their interfaces.  Time was also used to test the larger assemblies and subassemblies to ensure all high level requirements were met

5.0 Subsystem Breakdown

5.1 Mechanical

5.1.0 Overview
MoRETA’s mechanical architecture is designed chiefly to support the top-level requirement of hybrid mobility in extreme terrain.  Additionally, the architecture incorporates provisions for mounting a variety of avionics equipment, and design aspects which allow the rover to be easily modified in the future to expand its capabilities.  The overall rover mechanical layout is broken down into two subsystems: chassis, and mobility.

The rover’s chassis is a trussed aluminum space frame, created from common nodes and elements, allowing easy reconfiguration.  The space frame design also allows the chassis to be very strong and stiff, while still being light.  The chassis carries the rover’s power system, central computer, and stereo-vision camera, as well as the mobility subsystem.

The rover’s ability to move both on wheels and legs stems from the second half of MoRETA’s overall mechanical architecture, the mobility system.  MoRETA moves either on four legs, or four wheels, depending on what terrain is encountered.  By mating one leg to one wheel, the mobility system can be built in four nearly identical modules, thus decreasing the overall complexity of the rover.  Each of the four modules consists of a hip, which is bolted to its corner of the chassis, as well as a leg and a wheel, each of which is bolted independently to the hip.  For legged mobility, each module provides a 3-DoF leg, consisting of knee pitch, hip pitch, and hip yaw joints.  When in wheeled mode, the leg’s hip yaw joint doubles as its respective wheel’s steering actuator, allowing 4-wheel steering.  While all four wheels steer, only the rear wheels are driven (mainly to reduce weight).

All three leg joints are instrumented for angle on all modules.  Only the front two wheels are instrumented, however.  The front wheels are much less likely to slip on loose terrain than the driven wheels, thus increasing the accuracy of the rover’s wheeled telemetry data.

5.1.1 Chassis 
Requirements


The chassis connects all hardware and software together, while maintaining the structural integrity of the rover.  It must:

· Mount all hardware

· Support the loads and torques produced by the various components on the  rover

· Must be modular

· Be composed of light components in order to minimize weight

Design
The chassis structure is comprised of hollow aluminum rods connected by hollow aluminum spherical balls.  The rods are screwed into the balls via 10-32 screws and held with two nuts.  The truss structure was easy to create and simple to modify.  When connected to the aluminum balls the short rods measure 25 cm from sphere vertex to vertex.  The long rods are designed as the diagonal counterparts to the shorter rods and thereby measure 35.35 cm.  
The final truss structure may be seen in Figure 5.
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Figure 5: Chassis Structure
Other components which make up the chassis are: the hazcam attachment plate, the single board computer attachment plate and the locomotion attachment plate.  These plates are connected to the aluminum balls via 10-32 screws as well.
Budget
The chassis including all connecting sections weighs 6kg.  Most components were made from spare stock found around the lab.  The truss itself is made from components borrowed from the Space Systems Laboratory at MIT.  By reusing or borrowing material, the total budget was kept down to only $40.  

A breakdown of the individual components is included in Table 1.
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Table 1: Component Overview

The locomotion mount on the chassis is the chassis’s heaviest component, but it is also the most critical item, as the majority of the stresses and torques created when the legs or wheels are moving.  
The mounts 
were designed specifically to withhold these stresses, so it is unlikely that any modifications could have been completed to reduce their mass.

The chassis bears two primary loads: a static and a dynamic load. The current 
total static load of 10.5 kg originates from the batteries, computer, cameras and their associated processing boards. 
The dynamic load originates from the leg and wheel movement. The leg movement will exert torques ranging from 20 to 30 Nm during all operations of walking, and the wheels will exert torques at approximately 15 Nm while the rover is in wheeled mode. 

Overview of Mechanical Chassis Tests
MoRETA’s mechanical chassis team members conducted a total of 2 major tests on the chassis section of the rover to determine if the current
 chassis design can meet all customer requirements.  The first test evaluates the structural stability of the rover by mechanically loading certain points on the chassis.  The second test evaluates the physical properties of the chassis and placement of rover hardware through several smaller subtests.

Structural Stability
The goal of the structural stability tests was to determine if the rover can meet the customer requirement of bearing two primary loads: a stationary load from all avionics, autonomy and scientific equipment distributed about the structure, and dynamic loads associated with torques originating from the movement of the wheels and legs.  The structure must be able to sustain these two loads simultaneously.  In addition, a test was conducted to determine if any deflection/structural change was caused by factors not related directly to the payload.

For the stationary case, the rover was set to simulate a scenario in which it was not moving, with all four legs in contact with the ground.  For the motion case, the rover was positioned to simulate mid-stride, with one leg raised.  To replicate the rover not moving and in mid-stride without the use of real legs, the rover was centered between two tables and elevated by solid aluminum blocks on the corners.  Known weights were then loaded into the chassis by being hung from a bar placed on top of the chassis.  A deflection gauge placed under an aluminum ball near the center of mass provided measurements of the effects of the loads.  The setup is shown in Figure 6.
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Figure 6: Structural Stability Test Setup
Results from the tests show that the chassis was able to support over three times the predicted avionics payload in both configurations.  As shown in Figures 7 and 8, the center of the chassis deflected less than 0.2 mm under static conditions, and less than 0.7 mm under the mid-stride simulation.
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Figure 7: Chassis Deflection for Static Condition
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Figure 8: Chassis Deflection for Mid-Stride Condition

Although the tests show plastic deformation, additional tests performed suggest otherwise.  When the chassis was loaded and unloaded, it was found that shifting occurred due to loose connection points between the rods of the chassis.  By factoring this in, we can conclude that the chassis undergoes a trivial amount of elastic deformation that would therefore not significantly affect any of the avionics systems on the structure.  Additional details of the tests can be found in Appendix C.

Physical Properties

The mechanical chassis sub team also conducted a series of general smaller tests pertaining to the physical properties of the structure and the placement of the hardware.  The objectives included:

· Determining if the mass of the rover is predictable by simply knowing the 


number of rods and vertices it contains, 
· Determining the moment of inertia and its predictability, 
· Validating that all hardware can be mounted on the chassis.

The mass of the chassis was found and verified through three distinct methods: 

-   Analysis of the CAD drawing, 
-   Averaging the weight of the individual units and summing the total number, 
-   Directly weighing the full structure.  

The first two methods were found have an acceptable 3.3% and 1.57% deviation from the straightforward weighing.

The moments of inertia were calculated through CAD models, by hand and through experimental analyses about the x, y, and z axis.  The calculations were done on both the initial four bay model and the final three bay model
.  Once the CAD issues were completely resolved, further inertia calculations could be done using just the CAD assembly.  As components are redesigned, the inertia calculations can be continually updated and passed along to the Autonomy team.  Table 2 shows the inertia for various configurations of the rover.
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Table 2: Moment of Inertia

Lastly, verification of the hardware mounting was done through foam block models and incorporated into the SolidWorks design.  Completion allowed members to see exactly where their hardware was located and gave a full inertia tensor of the rover.  Further specifics on all three subtests can be found in Appendix C.


Future Work and Improvement
Overall the chassis design is robust, reliable and meets all requirements.  However, there are areas in which the design may be improved.  For instance it is very difficult to actually connect components onto the chassis as there is very little room to maneuver tools into the interior due to the large density of aluminum rods.  A solution for this problem would involve a redesign of the truss system, allowing for greater clearance within the structure itself without taking away structural stability.  Additionally, the locomotion mounts are the most important aspect in the stability of the system, yet these were added onto the chassis design much further along in the design process.  Any future redesign efforts should focus the design around how the locomotion modules should mount to the chassis and then create a structure around these connection points.  This will potentially make the chassis design simpler as well as lighter as many of the aluminum bars are not necessary.  
5.1.2 Wheel

Subsystem Description

Per MoRETA’s requirements, the wheel/hip subsystem provides an alternate form of mobility that is not legged. The hip portion performs two tasks. First, it serves as the steering system for the wheels. Second it provides a third joint for the leg providing yaw to legged motion. There are two types of wheels in the final version of the design. The front wheels are not powered and freely rotate about an axle. The rear wheels are powered by hub motors. Each wheel has an encoder that provides rotation rate data. The design also includes a suspension system consisting of two gas springs per wheel. The hip yaw motion is produced by DeWalt drill motors and encoders relay rate for this yaw rotation.

Subsystem Requirements/ICD

The hip shall be capable of supporting up to one half of the rovers weight in case of standing on a steep slope. The hip joint shall be capable of rotating at 10rpm for both wheeled steering and walking. The wheels shall be capable of propelling the rover at 10cm/sec. The rover in wheeled configuration shall have a ground clearance of 8in. Each axis of rotation shall have encoders that provide rotation rate data. 

Integration with the leg and chassis was accomplished through design negotiation between sub-teams. The result was a bolt pattern for each. The leg mounts with 10 bolts to the hip’s vertical plate.  3 bolts secure the motor mounts for the leg’s hip pitch joint. The other 7 create a joint that takes all the bending moments from leg to hip. The interface between the hip and chassis consists of two bolts that tie into the aluminum L-shaped beams that run the length of the chassis. In order to take the bending moments while standing, the hips are then tied to each other with 4 columns between the two pairs of hips. The columns are attached to the other components by bolts also. 
Design

The MoRETA wheel/hip module has two degrees freedom to enable both wheeled and legged motion.  The hip joint, attached to the chassis, is used for leg actuation and wheel steering.  The wheel, placed under the hip, drives the rover when it is in wheeled configuration.  Only the two back wheels are driven, but all four wheels can steer.

The hip joint, used for leg actuation and wheel steering, consists of a DeWalt 18V drill motor, a Dewalt 3 speed gearbox, and a worm gear encased in an aluminum truss structure.  Aluminum sheets are cut and welded into the truss structure.   Ball bearings are used on the upper and lower truss plates to give support to the steel drive shaft.  The drive shaft runs through the worm gear and is attached with a flange to an aluminum plate underneath the truss to which the wheel is attached.  In between the truss and the wheel plate, there is a Teflon disc to provide low surface friction as the plate turns.  A vertical aluminum plate is screwed onto the wheel plate for integration with the leg.  The vertical plate is additionally supported by an attachment to the drive shaft.

The suspension system used on all four wheels consists of two aluminum links as well as two gas springs on either side of the axel.  The suspension is attached to the wheel plate underneath the hip joint.
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Figure 9: Wheel/Hip Module with Driven Wheel

The driven wheel is constructed by encasing a large hub motor with a 9” diameter PVC tube.  The PVC is mechanically attached to the motor, which turns about the axel.  The axel is extended with aluminum tubes on either side to give enough space for the suspension system.  The two aluminum suspension links are stiffly attached to the extended axel with set screws, and the two gas springs are allowed to turn about the axel with ball bearings.

The dummy wheel uses the same 9” diameter PVC but is simply mechanically attached to the axel.  Two 1/8” aluminum plates are cut out to form the hub plates.  These plates are then attached to the axel using aluminum flanges.  The suspension system uses ball bearings around the axel, and the entire axel turns to drive the rover.
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Figure 10: Wheel/Hip Module with Dummy Wheel
All four PVC wheels are covered with rubber treads to give traction in Martian soil.  Strips of ribbed rubber are cut out and glued onto the PVC with epoxy.

Mass Budget

The masses of specific elements that make up the wheel/ hip subsystem are given in Figure 11. 

	Elements
	Mass (kg)

	Hubmotors
	3.9

	Wheel Frames
	1.1

	PVC/Rubber Tires
	0.9

	Hip
	3.8


Figure 11: Mass Breakdown For Wheel/Hip

Again, two wheels are powered and two are not. The masses of the two types of wheels differ only by the hubmotor mass. Powered wheels weigh 5.9kg while un-powered wheels weigh 2.9kg. The total hip/wheel weight for the rover is 32.8kg.

Cost Budget

Driven Wheel/Hip Module - $500

Dummy Wheel/Hip Module - $350

Power Budget

Hip – 200W

Wheel – 180W

Discussion of subsystems tests

Hip structural test
Purpose & Description

The hip joint is an important component for both wheel steering and walking yaw motion and its structural reliability was an important design factor. The hip joint is required to withstand a load equivalent to half the rover’s weight of approximately 55kg with a Factor Of Safety (FOS) greater than 2. Tests were therefore performed in order to asses whether or not the design met this requirement. The tests performed were not meant to directly show that the hip joint meets requirements, but instead to indirectly do this by validating results output by CosmosWorks. CosmosWorks is finite element software used to analyze the structural behavior of the hip joint and this software outputs stress, strain, displacements, and most importantly the FOS to yield. The tested hip design has been analyzed in CosmosWorks and it was found that under maximum load, the design does not yield and has a FOS of 2.3. This is an acceptable FOS, but the CosmosWorks analysis must be validated as accurate before the hip design can be said to meet the structural requirement. Therefore the objective of the performed tests was to show the reliability of the CosmosWorks analysis by comparing actual in-lab structural data with data output by CosmosWorks. Specifically, the hip joint was loaded and displacements at two locations on the joint were recorded to compare with displacements found at the same points by CosmosWorks. 
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Figure 12: Tested Hip Joint

The CosmosWorks analysis was performed on the hip joint configured such that the chassis mount back was rigidly restrained and varying forces were applied to the base plate at the point furthest from the mounting surface shown in Figure 12. This configuration is the worst case cantilevered setup. The test setup in the Aero/Astro hangar recreated this configuration. The hangar’s strong back wall was used for mounting and restraining the hip joint. The strong back ensures that any recorded displacement is occurring within the joint and not in the test stand. Four C-clamps were used to restrain the hip joint at the chassis mounting plate. After making sure that the base plate was level, different amounts of weight were hung from the point shown in Figure 12. Displacement gauges accurate to 0.001in were placed at the two locations (Pt.1 and Pt.2) shown again in Figure 12. When a weight was added to the hip, the displacement was recorded. Next the weight was removed and the displacement was recorded again. This was done to verify that the hip returned to its original configuration and was thus deforming elastically.

Results & Analysis

The displacement versus load at the two test locations was plotted and compared to the CosmosWorks results.
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	Figure 13: Pt.1 Displacement Vs Load
	Figure 14: Pt.2 Displacement Vs Load


In Figure 13, the actual displacement values are larger than the CosmosWorks prediction, but the error as shown is also significant. During the in lab test, the Teflon/aluminum joint shown in Figure 12 was observed to have give or natural wobble causing a certain amount of displacement with little or no load. This caused the measured displacement to be higher than predicted by CosmosWorks because CosmosWorks models the Teflon/aluminum joint as a rigid solid structure. The error bars in Figure 13 were calculated by finding an approximate displacement due to the wobble. To do this, the hip joint was setup as stated above, but the base-plate was clamped to the chassis mount with C-clamps. This constrained the Teflon/aluminum joint and eliminated most of the wobble. Some wobble was still observed due to the limited space to apply clamps, but this remaining wobble was estimated as less than 10% of the original. After loading this configuration, the difference in displacement at Pt.1 between the clamped and unclamped setups was averaged to estimate error. In addition to this, there is error in the measurement since the gauges are only accurate to 0.001in. This error is ±0.0005in or ±0.0127mm. The total error in displacement at Pt.1 is approximately ±0.162mm. This error is shown as error bars in Figure 13. All data points corrected for error except for those with the two largest loads have ranges that include the CosmosWorks data. The two data points that fall outside the CosmosWorks prediction could be the result of the addition wobble that was not eliminated, or additional unrecognized experimental error. 


Also, when the load was removed and the displacement was again measured to check for historesis, the displacement from zero at Pt.1 fell well within the error due to wobble and it can thus be concluded that the deformation was elastic.

Figure 14 shows the displacement data taken at Pt.2 on the chassis mount and is reassuring. At Pt.2, there is no error due to wobble since the point is located on the restrained side of the Teflon/aluminum joint and the data is thus more reliable. Here, Figure 4 shows that when measurement error is considered, all in-lab data has a range that includes the CosmosWorks data. Again, no historesis was observed when the configuration was unloaded.

These tests are deemed successful. The displacement data found at Pt.2 is considered more reliable since the wobble error is not a factor there. Since Figure 14 shows that the CosmosWorks prediction is included in the laboratory test range, the CosmosWorks analysis is considered valid. For Pt.1 where wobble error is present, any difference between the CosmosWorks prediction and actual behavior only shows up under high loads where the error may be magnified due to natural give in the structure. This difference is therefore considered unsubstantial. Since the CosmosWorks analysis is considered valid, it can be said that the hip joint meets structural requirements. The tested hip design shown in Figure 12 can withstand a load equal to half the rover’s weight of 55kg with a FOS to yield of 2.3.

Hub-motor Tests

Testing was carried out on the hub motor to determine its performance.  The motor was run under varying voltages up to maximum voltage provided by the rover batteries, and the resulting current draw and RPM (Revolutions Per Minute) were measured.

	Hub Motor Data

	Voltage (V)
	Current (A)
	Power (W)
	RPM

	5
	0.15
	0.75
	46.22

	10
	0.25
	2.50
	83.14

	15
	0.35
	5.25
	109.76

	20
	0.45
	9.00
	145.63

	22
	0.48
	10.56
	161.87
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	Figure 15: Hub Motor Voltage Vs Current
	Figure 16: Hub Motor Power Vs RPM


The results show that the hub motor draws minimal current while running.  It also provides enough RPM for driving.  At the maximum RPM of around 160, the rover would drive at roughly 2 m/s, which more than satisfies the driving speed requirements.  The issue with this test is that it was performed under no load.  Under actual conditions, each wheel would be placed under about 15kg, one fourth of the rover weight.  This would increase the power draw and decrease the RPM significantly.  It is predicted that the power would shoot up to the rated power draw of 180W, and the RPM would still be maintained to satisfy the driving speed requirement of 0.1m/s.  In order to measure the performance of the hub motor under actual conditions, the test setup would have to compress the wheel and suspension system to simulate the actual loads.

Compare with Requirements and Design Predictions
Each hip is capable of supporting half the rover weight as shown by the hip structural test.  The hip joint is capable of turning at 10 RPM.  The wheels were tested and shown to drive faster than 0.1m/s but can be regulated to go slower at lower voltages.  The ground clearance is 10 inches from the bottom of the chassis, which satisfies the 8 inches requirement.

Suggestions for Improvement

The light weighting process should have been performed after thorough structural analysis.  Instead of removing sections that are obviously unnecessary, the SolidWorks models should have been rebuilt and simulated under load.  The analysis would result in a more comprehensive mass improvement.

To improve leg actuation, the leg attachment point should be placed directly above the hip joint.  This would eliminate the offset distance between the points of rotation of the hip yaw and hip roll joints.

To improve the wheel suspension system, a spring and dashpot system should be used.  Currently, only the gas springs are utilized.  A coiled spring wrapped around the dashpot would give better damping for the wheels.

5.1.3 Leg

Subsystem description

The leg is composed of two 40cm segments (a thigh and a shin) and two actuated joints. The knee joint, which connects the two segments, is actuated by a ball screw assembly, attached to an 18 volt DeWalt motor. The ball screw linear actuator is mounted along the length of the thigh giving the knee joint a range of motion of 120 degrees. The hip pitch joint, which connects the thigh and hip, is actuated by a worm gear attached to an 18 volt DeWalt motor. The rotary actuation assembly is mounted on the plate that attaches the leg to the hip. This configuration allows the hip pitch joint to have a 360 degree range of motion. There are two encoders that are attached to the hip pitch drive shaft and the knee drive shaft. The encoders are used to determine the location of the two leg segments relative to the zero positions. In addition, there is a limit sensor on the foot, which is attached to the shin, and two more limit sensors on the ball screw linear actuator. Three other limit sensors are placed to monitor the hip pitch and hip yaw joints.
Subsystem Requirements 

- Torque:  70Nm for each joint

- Joint Speed:  Hip 4 RPM - Knee 8 RPM

- Structural: Withstand loads due to 1/3 of the rover weight per leg

- ICD: 

2 encoders (one on the hip pitch drive shaft and one on the knee shaft);

6 limit sensors (one on foot, two on linear actuator, and three on hip joints);

Path for wiring (mounted on the side leg plates);

Bolt pattern for mounting leg on the hip . 

Design

Thigh

The main structure of the thigh is composed of two aluminum side plates that are assembled side by side separated by 6.5cm. Each side plate has an overall length of 45cm from the hip end to the knee end. The hip end of the side plate is circular with a large circular hole in the center to allow hip drive shaft to pass through. Concentric with this hole is a hollow tube which servers as a spacer for the side plates and provides the holes to bolt these plates together. Above the large hole is a smaller hole that attaches the linear actuator assembly and one of the two side plates. At the knee end of the side plate is a smaller hole that holds the knee joint shaft in place. The side plates are not solid, but have a truss structure to reduce the mass of the plates.

Hip Joint

The hip joint is built around a hollow tube with a flange. 
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Figure 17: Drive Shaft Flange from Side of Lock Plate

A Rulon bearing is inserted into the large hole on each of the side plates. The bearing and the two side plates rest on the outer surface of the hollow tube. A lock plate is then attached to the end of the hollow tube to prevent the side plate assembly from sliding off. After the lock plate, three final components are attached to keep the assembly in place. First the drive shaft is inserted through the lock plate and inside the hollow tube. Another hollow tube spacer is inserted between the disk and the side plate, and then the drive shaft is bolted to a circular disc that matches the bolt circle of the spaces between the side plates. The flange is attached, on the opposite side of the hollow tube, to a mounting plate. The mounting plate also bolts the leg to the hip and provides a mounting surface for the worm gear actuator. The worm gear is mounted to the mounting plate on the opposite side of the flange.
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Figure 18: Mounting Plate View from the Worm Gear Side

The output of the worm gear is concentric with the hollow tube and allows the drive shaft to slide through. The drive shaft is held in place by a pin that holds the driveshaft fixed to the output of the worm gear. An encoder is attached to the end of the drive shaft and is held in place by sheet metal. The sheet metal is bent into a c-shape and attached to the worm gear. The motor and transmission assembly are attached to the mounting plate just above the worm gear input. The motor and transmission are each held by a circular mount that bolts to the mounting plate. The two circular mounts are held together by a threaded rod to ensure that the motor remains attached to the transmission. 
Linear Actuator

The linear actuator is comprised of two main components which can slide relative to each other when the screw of the assembly is turned. The linear actuator assembly is located above the thigh side plates. It is attached to the hip end of the side plates by means of a shaft that runs through one of the end blocks.
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Figure 20: Linear Actuator

Attached to the end block are two shafts that extend toward the knee. The motor and transmission are mounted to these shafts by two circular mounts. The two shafts are threaded to a plate in front of the transmission. This plate has a circular pocket with a through hole for the ball screw in the center surrounded by four holes 90 degrees apart. The two holes that are not occupied by the shaft coming from the end block are used to bolt two more shafts that are bolted to a second plate. This second plate also has a circular pocket in the center with four surrounding holes 90 degrees apart. The two unoccupied holes hold bushings that allow two shafts to slide though. The circular pockets are used to hold thrust bearings that are attached to each end of the ball screw. One of the ends of the ball screw is inserted into the transmission, and the other is attached to a third plate. This plate is then attached to the two sliding shafts that rest on the sleeve bearings. The sliding shafts are threaded into the second end block. This end block is also held by a shaft that is mounted to the top of the shin section of the leg. 

Torsion Bar and Cross Members

A hollow square tube was added to the thigh between the side plates and below the linear actuator to provide torsional rigidity. The tube is attached to the leg at the hip shaft and bolted to the two thigh side plates at the knee end. Both ends of the tube have a solid aluminum cube press fitted into them to transfer the loads to a larger surface on the tube. The knee end has a small hole to allow the knee shaft to pass through. The hole is slightly off-centered by 0.030 inches to increase the clearance between the tube and the linear actuator assembly. The hip end is bolted to a plate using two bolts. The sides of this plate are then bolted to the two side plates. In addition to providing the mounting surface, the plate tilts the tube away from the linear actuator assembly to provide enough clearance. For buckling resistance, a u-shaped plate is bolted between the side plates roughly halfway between the hip and the knee.

Shin 

Like the thigh, the shin is also consists of two 40 cm long trussed side plates. The knee side plates are separated by 5.3cm and fit between the thigh side plates. There are four circular holes at the top of the shin side plates. The first hole is used to hold the knee shaft which serves as the point of attachment between the thigh and the shin. The knee shaft is held fixed relative to the thigh side plates. Two ball bearings allow the shin to rotate. Attached to the knee shaft is the second motor encoder which is mounted on the shin side plates. Above the knee shaft there are three holes that can be used hold the linear actuator end block at three different positions. The distance from the knee shaft to the three holes is 5cm. Evenly spaced between the knee shaft and the foot are two metal plates that are attached between the two side plates. These plates prevent the side plates from buckling. To add torsional stiffness, there is a piece of sheet metal bolted to the front of the side plates that runs along the length of the shin. The bottom of the shin has a block between the side plates that provides a mounting point for the foot. 

Mass, Cost, Power Budgets

	Mass
	Cost
	Power

	5.0 Kg
	$4000 per leg
	Max 220 W (with 70Nm at Max RPM)


Discussion of Subsystem Test 

Overview of Mechanical Leg Tests

MoRETA’s mechanical subteam members conducted a total of 2 major tests on the leg section of the rover to determine if the current leg design can meet all customer requirements.  Tests were conducted to look at the structural integrity of the leg as well as the power consumption from the motors.

Finite Element Analyses (FEA)

Analyses were performed on individual components of the leg to ensure that the final design satisfied all structural requirements.  The Prototype 2 leg completed over summer 2006 was used as a baseline for redesigning the leg to the current configuration.  FEA were conducted on the Prototype 2 leg as well as the 8 specific components that were redesigned from the first version to the final flight version of the leg.  The main driving requirement for the structural redesigns was to reduce the weight of each individual leg from Prototype 2’s 5.65 kg to meet the mass budget of 5 kg.  A secondary requirement was to maintain a factor of safety on all parts of at least 1.5 based on yield strength.

Details on the precise numerical evaluations on the various parts redesigned can be found in Appendix C.  The documents contained in this Appendix outline the general plan for the testing that was completed while providing the results and analysis.  The following eight major parts of the leg were redesigned for weight and structural considerations based on SolidWorks and COSMOSWorks analyses: lower truss section, upper truss section, upper linear actuator support shaft, lower linear actuator support shaft, upper linear actuator end block, lower linear actuator end block, upper leg hub spacer, leg support axle/flange.  Generally, all steel pieces were replaced with 6061-T6 aluminum and the leg support axle/flange was changed to Nylon 6/6 from aluminum.

The simulated loading cases found that the structural integrity of the leg did not decrease, and even increased in some key areas.  Further testing of the version 1 flight leg showed evidence of buckling, which was easily remedied using the torsion bar.  880 grams of mass was saved from each leg and the whole section remained under its mass budget even after the addition of sensors and sensor integration hardware.

Comparison with Requirements and Design Predictions

Power Consumption

The goal of the power consumption tests is to verify that MoRETA’s leg would operate under service loading.  Achieving this operation under the loading conditions meets the critical design requirements of rover mobility.  Specifically, the tests examined the capabilities of the hip and knee DeWalt motors, expected to produce a maximum of 70 Nm while drawing a maximum of 220 W.  The tests also give quantifiable relationships between torque and power consumption, which can be used in conjunction with other tests to determine if the rover meets additional performance metrics and requirements.  Details of the tests and outcomes can be found in Appendix C.
The test setup defined the service loading as the exerted torque about the hip joint axis.  Using the principle of static equilibrium, the torque can be estimated as a function of the geometry of the leg position.  Figure 21 shows three configurations that give different load scenarios and the torques needed to bring the rover to static equilibrium.  The figure shows that for static equilibrium to be satisfied, “the hip joint motor must provide a torque whenever the weight and reaction forces are not vertically aligned”; furthermore, “maximum load occurs when the leg is as near to horizontal as joint mobility allows.4” The geometry is labeled as follows: weight (W), reaction (R), lever arm distance (x), and torque (T).
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Figure 21: Hip Joint Torque in Different Layouts

The experiment to analyze the hip joint motor was set up according to Figure 22.  To obtain the performance data, the joint were tested under various loads and voltage levels.  The leg was clamped at the hip joint while a known weight was hung from the foot of the leg.  Although the setup is the opposite of service loading (where the reaction from the ground provides an upward force), the motor sees no difference between clockwise and counterclockwise torque.  As a result, the data obtained from the test set up can be used to give a complete set of performance data and characterize the hip and knee joint motor performance.  A second series of tests to analyze the knee joint motor were conducted in an almost identical fashion to the hip joint tests; the difference was clamping the leg at the knee joint instead of the hip joint.
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Figure 22: Test Configure Set-Up

The predictions made from previous models showed markedly different results than the tests showed so new empirical relationships were formed from the test results.  The results gave individual breakdowns for both the hip and knee joint motors using the following performance metrics:

1.  Speed as a function of voltage and torque

2.  Current as a function of voltage and torque

Combined, the data gives the power consumption charts shown in Figure 23 and 24.  The results show that the power consumption is much less for the knee joint than the hip joint, which can be partially attributed by the superior efficiency of the ball screw assembly of the knee joint.
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	Figure 23: Power Consumption– Hip Joint
	Figure 24: Power Consumption – Knee Joint


Suggestions for Improvement 

The most important issue that still needs to be addressed is the amount of rotation seen in the hip pitch joint when the leg is loaded. When the leg is carrying the weight of the rover, the hip joint rotates by as much as 16 degrees. The exact cause of the problem has not been firmly established. The design of the main structure of the thigh also has great potential for improvement. With the addition of the torsion bar, the load on the side plates of the thigh has decrease. It may be possible to remove the portion of the side plates between the mounting points of the torsion bar and the knee shaft. If the thigh structure is redesign with just a hollow tube, it is also possible to design the shin using the same approach. Both of these changes can reduce the mass of the leg as well as the number of parts and assembly time.

5.1.4 Foot

Overview

The foot subsystem is designed to bear the weight of the rover during traversal of rough terrain, when the rover must use legs rather than wheels.  From this stem, among others, the following requirements: 

· each foot must be able to bear 1/3 of the weight of the rover while one of the three other legs is lifted off the ground, 

· each foot must interface with the autonomy system to signal that a step has occurred.  

Previous design called for a simple cylindrical placeholder foot.  This was replaced with the current design of the leveling-mount ball joint foot with an off-mom sensor, which meets the mechanical and autonomy requirements.

Material Considerations
A major role in the foot design was played by material considerations.  As stated in the foot requirements section, the feet must maintain a certain strength tolerance while minimizing mass.  These requirements were emphasized by the necessity to lightweight the rover and by a need to bear a more massive rover.

The first material decision was that plastic would be used in place of metal wherever possible.  The socket of the ball joint was selected to be white Delrin plastic instead of steel for this reason.  As well, the Delrin is more easily attached to the nylon 6/6 plastic foot body and mounting pieces, which also contributed to lightweighting.  Both of these materials are characterized by high tensile strength.

Another material decision was to use aluminum for the sole plate.  The plate required a rigid material that was strong enough to allow the rover to step over rocky terrain without deforming the plate.  Aluminum is relatively low density for this environmental requirement.

Finally, mouse-pad material was chosen for the tread.  This decision was based on the friction and cushion properties of the material and on cost. Alternative cushion materials were considered but were determined to be inferior because they could not create as much friction.
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Figure 25: Foot system design – Before lightweighting
Ball Joint Design
The leveling-mount ball joint was selected because this type of joint allows the foot to tilt up to 15 degrees in any direction. In the future, this design must be modified because 15 degrees hinders the stride of the rover.  The autonomy team requires 30 degrees for full stride.  The current joints cannot be modified to allow greater range of motion without sacrificing the amount of torque the joint can support.

Design

The design of the foot was actually a step-by-step process. In the end the design that was chosen was that of a semi-conical platform, of radius 3.5 in and 1in height. This platform features a bottom hole where the sensor sits. In order to protect the sensor from environmental damage, a sole was designed to “cover” the sensor hole. Because the sensor has to be activated every time the rover takes a step, the sole had to be made mobile. This was achieved through the addition of three springs and 3 correspondent shoulder screws. Please refer to Figure 25 for a clearer understanding of the geometry of the part. Figure 26 shows the current platform design for the foot system, after lightweighting was done. 
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Figure 26: Foot baseline platform – After lightweighting
Leg Interface
Rather than maintain the cylindrical foot of the previous design - thus mounting the ball-joint onto this – the new design called for a block of solid Delrin plastic (the same material as the foot body).  This allowed the mounting block to be screwed directly to the leg, thus making the whole system more solid and secure. 

Sensor Test
After the feet were fully assembled, each foot was manually tested to ensure that the sensor could indicate a step had occurred.  With a voltmeter attached to the sensor leads each foot was pressed and a change in voltage was observed.

Torque test

This test was done by screwing a flat bar onto the foot platform in place of the sole. The length of the bar was known, and acted as the “arm” on which an incremental force was applied. This experiment was run in order to determine whether or not the ball joint socket would be able to correctly hold the torque applied by the rover in mid-step. Unfortunately, this test proved that the current prototype of the foot is unable to hold the torque applied by the rover. This is because of a combination of factors, mainly, the weight of the rover has increased by a full 25% since the problem statement was initially given. Also, Delrin has excellent tensile strength, but it is too elastic, and this means that the socket holding the ball joint is indeed getting less and less rigid. 

Suggestions for improvement
As previously stated, the next generation of foot subsystem must be able to swivel 30 degrees, not 15 degrees.  Additionally, the foot body can lightweighted further.  A "sock" must be added to cover the foot and protect the sensors/ shoulder screws from the environment.

In the case that a steel ball joint is not deemed feasible for weight reasons, a possibility is to add a foot torque inhibitor, which prevents the foot from torquing beyond a certain angle.  A prototype of this has already been designed and the machining has started on it. 

5.2 Avionics

5.2.0 Overview
The avionics team was responsible for closing the loop between the rover’s autonomy software and the mechanical structure.  In order to complete this task, the team was subdivided into three teams of one to four students: power, orientation, and the leg and wheel module.  

The leg and wheel module is the largest avionics system aboard the rover.  The system receives way-points from autonomy to actuate the legs or wheels, and then replies with feedback about the characteristics of the different joints.  Specifically, the software component employs the use of a proportional derivative controller to close the loop between the motor command and the actual condition of each joint.  The software contains safety measures to protect the rover in case of high current spikes, motor stalls, etc.  The hardware components include sensors which serve to limit joint movement, measure current and provide feedback about angular position and velocity.

The power group focused on the task of designing and implementing the rover’s power system, which provides power to all the components for a total of thirty minutes.  The final system design can supply up to 4400 W of power using lithium polymer batteries.  In order to track the rover’s physical orientation during its mission, the orientation group worked on the development of the software and hardware for a system of sensors.  The system uses a gyroscope and a two-axis inclinometer to transmit orientation information to autonomy for analysis.  

The final part of the rover’s avionics system is the rover’s central computer, a single-board computer that contains all of the autonomy code and is capable of wireless communication with an off-board computer.  The task of hardware selection and software calibration was completed by a member of the autonomy team.  

5.2.1 Mobility Module 

5.2.1.0 Overview


Each of the four leg/wheel assemblies is controlled by one of the four independent MoRETA avionics locomotion boards.  The boards take commanded angles, rates, and associated gain commands from the autonomy computer and turn those into high power signals that are sent to the motors to physically move the leg.  The boards send back telemetry about the state of the motors.  The telemetry fields include current readings, angles, rates and PWM (Pulse Wave Modulation) percentages. 


A major feature of the leg & wheel avionics module is that it allows for modularity and distributed avionics.  With the current design, the avionics boards can be replaced with other boards with the same connections but with different specifications and abilities.  For instance, there can be boards with different control laws, higher capacity components to allow for more power to drive higher torque motors and loads.  The independence of the four boards also allows for ease of testing and debugging since a failure in one board does not mean there are failures in the other three and thus testing can continue.


Further extending the idea of modularity, the connection from the boards to the autonomy CPU is secured with the use of four serial connectors wired in parallel.  This again allows the use of other legs when some are missing.  Also, it provides the option for a relatively easy future communications upgrade.  For instance, the serial connectors could be replaced with wireless transmitters.
5.2.1.1 Hardware 
Subsystem Description

The leg and wheel module hardware is responsible for executing the avionics software, providing a platform for all the needed inputs and outputs, and driving the motors all within a concise package that fits well within the physical constraints of the MoRETA body. 
Subsystem Requirements

The leg and wheel module hardware must also accurately, efficiently, and robustly take power from the batteries in the power subsystem and provide the appropriate voltage and current to power the motors and the various chips on the board including the RobostixTM processor.  It must also provide physical connections between the various peripheral components including encoders, limit sensors, motors, and serial connectors to the autonomy stack.  These are the requirements as dictated by the current design and goals for MoRETA as they apply to the avionics system, namely the ability to walk and roll under loaded conditions.

The original customer requirements as they apply to the avionics system are as follows:

· MoRETA must have distributed and modular avionics to allow rapid assembly and check-out.

· Hard interfaces between modules can only carry mechanical loads, bus voltage and ground.

· All command and data handling between modules must be wireless.

The wireless interface has since been descoped, although there does exist the possibility for a future upgrade to support it.

Design

The leg and wheel module circuit board is comprised of several different sections working together to accomplish the stated requirements.  The RobostixTM is the brain of the board and runs all the avionics software.  The RobostixTM package is a small circuit board that holds an Atmega 128 microprocessor, functionality for several Analog-to-Digital conversion pins, external interrupts, external serial connection pins, functionality for PWM motor control, and several GPIO pins.  It was this functionality along with its low price that made the RobostixTM an ideal candidate to handle the MoRETA avionics processing.  The 5 volts needed to power the RobostixTM is provided by the PT6101C 5 volt DC-DC voltage regulator.

There are four independent channels per board that take the output PWM signal from the RobostixTM to control the four motors on each leg: the Hip Pitch, Hip Yaw, Knee, and Wheel channels.  All four channels drive the motors with the use of a L9903 H-bridge driver and four PH5330E MOSFETs.  These components take the low current, 5 volt PWM signal from the RobostixTM and amplify it to 22 volts (the board input voltage) to deliver the power needed for the various loading specifications of the motors.  The H-bridge system allows for bi-directional control and motor breaking.  The drive circuitry also contains 1000 μF capacitors that supply the motors with any high frequency current spikes they demand.  It is also important to mention that the H-bridge driver inverts the input signals.  For example, a high input signal (5 volts) will correspond to a low output signal (0 volts).  By extension, an input signal of 20% PWM will yield an 80% PWM signal out.  The H-bridge system also contains a DC-DC regulator to provide the H-bridge driver with 18 volts.  It is important to note that there are big exposed copper areas surrounding the MOSFETs which serve as heat sinks to add surface area to the small transistors that must handle the heat associated with the very large current draws from the motors.

All four channels use encoders mounted on the shaft of each motor to send information back to the processor about displaced angle and motor direction, information which can be processed in the RobostixTM to obtain angular velocity.  These encoders and the associated data are what allow for the closed-loop control of the motors as they are the primary means of determining the state of each motor.  The encoders output two sets of square waves that are 90 degrees out of phase.  The high on each square wave corresponds to one tic and there are 1000 tics per rotation.  Reading the two together reveals both angle and direction of an associated motor.  

Each channel also has a 100 amp ACS754 current sensors that measure the current through each motor.  The analog voltage signal from these current sensors is sent back to the RobostixTM where it is converted to a digital signal and processed to gain extra insight into the state of the motors. The current sensors are able to reveal such information as a motor stall which would register as a high and constant current draw but with no movement registering on the encoders.  The current sensors can also be used to activate a software shutoff if too much current is being drawn by a motor or if several high frequency current spikes are seen.

The Hip Yaw and the Knee channels also have limit sensors and associated logic circuitry.  The limit sensors are placed at the maximum angle deflection for each motor in each direction.  The maximum rotation is determined by the mechanical constraints of the leg.  These limit sensors operate a hardware shutoff so that the motor does not continue to be driven when it has stalled against another part of the body.  The logic that allows for this hardware shutoff is implemented on two two-input AND gates per channel and a 3-input OR gate.  The output of the OR gate is the PWM signal that is sent to the H-bridge driver to be amplified.  See accompanying schematics in Appendix C.  There is also a limit sensor in the Hip Pitch range of motion to aid in the calibration of the legs so that the encoder readings reflect absolute angles with reference to a known angle.  The final limit sensor is located on the foot; its signal is also sent back to the RobostixTM to aid in understanding when the leg is in contact with the ground.

It is important to note that each of the four avionics locomotion boards is grounded to the chassis and the MoRETA computer such that the entire system shares a common ground with the batteries/power supply.  As a result it is very important to make sure that all the peripheral devices are electrically insulated from the chassis.  In particular, the limit sensors must not have any exposed metal for when the leg contacts the limit sensor to activate it, the chassis at ground and the 5 volt line can easily be shorted together. 

Mass, Cost, Power Budget
The mass of each board is currently 3 kg.  This mass figure is compared to the October 2006 mass budget of 2.5 kg which includes the boards and all associated encoders and limit sensors for all the legs.  The cost for all the boards and associated components is approximately $3000.
Subsystem Tests
An important test was one that looked at the current usage within the board.  There were several aspects to testing the current on the board.  The first test involved digitizing the analog signal coming from the current sensor and sending the data back to an external computer to be processed.  It also had to be verified that the received data accurately resembled the original signal.  The test was aimed at answering questions such as: what does the analog signal coming from the sensor look like?  Is it clean?  Where is the noise coming from?  Is it steady or sinusoidal?  What is the high frequency response?  Can we see current spikes in the signal?

Simply connecting the current sensor output pin and the A2D input pin to an oscilloscope showed that the analog signal was clean and accurately reflected what the motor was doing.  The signal was also sampled and then averaged over several time steps and sent back to the computer.  This output, when plotted, looked extremely similar to the oscilloscope reading, proving that the analog could be sampled, read, and post-processed accurately.

The next phase of the test involved actually obtaining various current readings for a variety of operating conditions to gain a better understanding of what the motors were demanding and to better refine the initial estimates on whether the components could handle the high power figures.  Data gathered during an unloaded movement of one leg revealed the following plots:
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Figure 27: Unloaded Leg Movement Plots

Understandably, the static loaded leg tests revealed a much higher current draw but only for short pulses to correct the joint for any slippage that occurred with the loading.  These short bursts ranged from 20 amps to 40 amps (maximum current supplied from the power supply).  The plots for this test are shown in Figure 28.  A loaded leg with movement test has yet to be completed. 
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Figure 28: Statically Loaded Leg Plots

Results of the static loaded leg test include a greater understanding of how the mechanical aspects of the rover affect the current draw of the motor.  Different leg positions put different strains on the joints.  In particular, if the hip and the shin are separated by 90 degrees, excessive torque is put on the hip yaw joint as the knee joint is holding none of the rover weight.  Additionally, varying efficiencies in the gearboxes as well as the amount of slack in the gearbox change the amount of torque needed to support a given load.  

Additional information weaned from the post-processed current readings includes the existence of big current spikes.  An initial spike on the order of tens of amps happens when starting the movement of a motor.  When stopping the motor, big current spikes in the opposite direction with similar magnitude were seen.  These were caused by the back EMF of the motor.  Several of these spikes too close together result in overheating of the MOSFETs and their eventual degradation.  As a result, a software oscillation sensor was instated.  

Finally, it was shown that when initially applying power to the boards, a 60 ms very high current pulse went through each of the motors.  This pulse was a result of a finite RobostixTM initialization time required for the microprocessor to start-up and drive the output PWM pins high.  The PWM pins were by default low and the situation was remedied by putting 100 kΩ pull-up resistors on the PWM pins.

Suggestions for Improvement

Several additional improvements can be implemented on a third iteration of the avionics leg board.  The added pull-up resistors mentioned above should be added as surface mount components.  All the interfaces between the board and the peripheral devices could be combined into one big connector and the board can be enclosed in a protective plastic box.  These improvements will allow for a quicker assembly/ disassembly time for faster debugging and repairing.  This will also provide added protection for the boards from debris and protection to the user from shocks.  A final improvement would be the incorporation of greater heat sinks and fans to allow for the easier and quicker removal of heat from the MOSFETs.  The components are rated for 80 Amps but several times the MOSFET has failed at a lower Amperage level due to excessive heat from improper heat sinking.

Another possible improvement deals with the event of a failure in one of the limit sensors.  Currently, if a limit sensor fails and the joint is commanded to an angle exceeding that which is physically possible the leg will hit the limit sensor and stall against the body and keep trying to move.  A limit sensor failure mode that disables the use of the associated joint in the associated direction would alleviate this problem.
5.2.1.2 Software

The leg & wheel module software is responsible for measuring the position of each joint on the module, running low level closed loop control on that joint, accepting commands from autonomy and feeding back joint angles to autonomy. The low level closed loop control must be a proportional-derivative (PD) controller on each joint at a rate of, at least, 50 Hz. In addition the leg & wheel module must accept commands from autonomy at a rate of 10Hz and return telemetry at a rate of 20Hz. The communications with autonomy must adhere to the Autonomy Avionics Interface Appendix C.   

Design
The software can be broken down to tasks which are either periodic or aperiodic. The periodic tasks to be completed are the low level closed loop controls, the sending of telemetry, the receiving of commands, and the reading of current sensor data. The aperiodic tasks to be performed are the calibration routine and reading of encoder ticks. 

The low level control loops occur in a timer interrupt and run at a rate of 61Hz. The controller implemented is a PD controller where a gain of 10 translates to a 1 percent PWM percentage output for every tick of error (in both position and derivative). The control laws also contain logic to prevent oscillations. This logic senses if the direction commanded changes more than three times in a one second period and, if so, shuts off the motor for a one second period. This feature was added upon the discovery that oscillations cause current spikes which are harmful to the motor drivers.

Each joint on the leg & wheel module contains a current sensor which is connected to an analog to digital converter (A2D) port on the RobostixTM. The value of this port is read at a rate of 244Hz. The value read off of the port is added to the current sensor value variable for that joint. The variable is zeroed every time a telemetry packet is sent to autonomy. The conversion from the value sent to autonomy to the average current over that period is:
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where rate is the rate at which telemetry is received in Hz. The 5/1024 scales the value read on the channel to be 10 bits over the 5 volt range of the channel. The subtraction of the 2.5 adjusts the value such that it is centered at zero then the final multiplication by 50 scales the current value appropriately.
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Telemetry is sent currently sent to autonomy at a rate of 15.25Hz. The telemetry contains, for every joint, the joint angle in tics, the rate of change in tics per second, the PWM percentage commanded, and the integrated current sensor value. 

The reading of commands from autonomy is not tied to a timer and, as such, is processed as time allows. Joint angle commands from autonomy set new target joint angles, joint rates, proportional, and derivative gains. In addition there are inhibited and uninhibited commands which disable and enable the PWM output to the motor drivers respectively. The calibrate command actuates the leg through a series of motions which enable the leg to determine its absolute position.

Encoder tics are processed as they occur. Each encoder is tied to an interrupt channel which causes the RobostixTM to run the interrupt code on the rising and falling edge of each pulse. The interrupt code either increments or decrements the encoder value based on the direction the encoder is turning.

Testing


There were two primary forms of testing the leg & wheel module software. The first form of testing was through the operations of the rover. By sending commands from the autonomy computer and observing the feed back as well as the leg you can ensure that the leg is actuated to the correct position and that the software was capable of accepting commands from autonomy, actuating the leg, and returning telemetry to autonomy. The second form of testing was execution profiling to gain a qualitative understanding of the processor usage on the RobostixTM. This testing was carried  out by setting a pin high at the start of a block of code then setting it low at the end of that code to determine its runtime. This combined with the a priori knowledge of the frequency of different blocks of code allowed for a determination of the overall CPU usage on the RobostixTM.  

	
	Execution Time(usec)
	Frequency

(per sec)
	Exec. Time

(ms per sec)

	Control Laws(61Hz)
	110
	61
	6.71

	Send Telemetry (20Hz)
	385
	20
	7.7

	Process Serial(10Hz)
	65
	10
	0.65

	Encoder Interrupt (worst case)
	4.6
	800
	3.68

	
	
	Total:
	18.74


Table 3: Execution Profiling

Table 3 shows the results of the testing. This testing was carried out on the code, as it was, at the end of the Fall 2006 term. There have been significant modifications to the code since then but it is believed that, since the CPU usage was only 2% then, it still remains low today.

Comparison with Requirements and Design Predictions

The leg & wheel module software, in its current form, does not meet all the requirements set upon it. Telemetry is sent to autonomy at a rate of 15.25Hz instead of the 20Hz required in the requirements document. In addition, commands from autonomy are processed as time allows instead of at a specified rate. While these two areas of the software do not meet the current requirements they are sufficient for operating the rover. In addition, they could quickly be brought into accordance with the requirements but have remained unchanged out of a desire not to introduce unknown variables into the system.

Suggestions for Improvement

The most beneficial improvement would move the processing of commands from autonomy into a timer interrupt. This would allow for guarantees on the rate at which commands are received and processed. Another important improvement would be the addition of software fuses which would shut down a joint if a set limit is exceeded. This limit would be defined as a certain amount of current over a specified amount of time. In addition, calculation of the derivative, from the encoder values, could be improved to prevent spikes and provide a more reliable reading. Another future improvement would be to use the I channel on the encoders to prevent encoder drift. 

5.2.2 Power

Subsystem Description

MoRETA’s onboard power system is designed to provide power to its onboard components, whilst meeting challenging peak power demand requirements and an operation time of 30 minutes.  The final system utilizes ten lithium-polymer (Li-Po) batteries, providing 880 Wh of energy, and a peak power draw of 4,400 W.  

Subsystem Requirements/ICD

Key requirements are listed below:

· An operation time of 30 minutes is required, during which power is supplied to all rover modules, with only one battery charge.  

· The power system must be modular, in that it allows for easy addition of new modules without having to re-design the entire system.  

· The mass budget of 8.0kg should not be exceeded- as set by the mechanical subsystem.  

· Limited space on the rover constrains the power distribution board to a designated volume and placement on the chassis.  


Design Overview

The power system consists of an internal power supply and distributor board that delivers the appropriate currents and voltages to each module.  Figure 29 shows the current configuration of the power system; there are three main modules being supported by the power system: the CPU (autonomy) module, the PanCam module, and the Leg Module (which consists of all four legs and the wheels). 

The chosen internal power supply used 10 lithium polymer batteries, supplying the required energy of 880 W/h.  (Please refer to the System Management section for detailed analysis of MoRETA’s power and energy demand.)  The power system provides battery voltage and ground through a single, high current “bus line” that connects all of the modules in MoRETA. The main bus cable allows a single cable bundle to be run around the rover, rather than having multiple power strands, whilst it’s large diameter minimizes ohmic transmission losses over the line. Furthermore, these more efficient wiring structures allow easier maintenance as well as improving the system by making it more flexible in case it becomes necessary to add more modules.  These can be connected to the trunk line via branch splices that connect directly to modular connectors. Finally, voltage regulators are added to the system in order to step-down the voltage for each module depending on its demand.  
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Figure 29: General Design Layout for Power Distribution to each Module

Onboard Power Supply Design

Each of the ten lithium polymer battery pack delivers a nominal voltage of 11.1V with a maximum discharge rate of 96 A and total charge capacity of 8000mAh.  In order to achieve the high speed performance for the motors in both the legs and wheels, two battery packs have been wired in series to form a set, doubling the system voltage to 22V.  There are five sets connected in parallel to meet the electric current demands of the rover; this setup is shown in Figure 30.  Each set is protected with a fuse that will blow if the electric current demand from the rover becomes too high.  This also provides overcurrent protection for the batteries, avoiding the danger of explosion in the lithium-polymer cells if they are too deeply discharged.  For safety considerations, the fuses are set at 40 Amps, well below the individual pack’s maximum discharge rate of 96 Amps.  Therefore, in summary, the main bus line maintains a nominal voltage of 22.2 Volts and can distribute a maximum current of 200 A.
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Figure 30: Battery Configuration

A further “last resort” failsafe for all systems aboard the rover is provided by the main fuse.  This fuse is set at 250 A, just above the expected maximum current draw of 200 A. The peak current draw is calibrated to be that which is required when all electronics are operating at full capacity (15 A), and all leg motors are operating at maximum allowable torque, corresponding to a current draw of 180 A.  However each of the twelve leg motors is capable of drawing 220 A at their stall torque; therefore, if any motor begins to stall, the main fuse will short.  The shorting of this fuse is not desired as it will cut power to all of MoRETA, including a hard power down of the processors and hard drive, which has the potential to corrupt the onboard software. Protection has been designed into the other modules to minimize the risk of a hard shutdown occurring.  Finally, the specifications for MoRETA’s power system are repeated in Table 4. 

	MoRETA Power Specifications

	Voltage Range
	18.0V-25.2V

	Max Current
	200 A


Table 4: Overall power specifications

Back-Up Power System

A separate set of Li-Po batteries are included for a back-up power system.  The two battery packs included in this set have the same configuration as the main power supply, but have a much smaller capacity of 2000mAh.  This capacity allows only enough operating time for the rover to complete shut down procedures before a hard shutdown must occur.    

Power Distribution Board

The power distribution board provides regulated power to each of the modules.  This section describes how the power from the battery supply is distributed and monitored on MoRETA.  Detailed schematics and the layout files can be found in Appendix C.
Connectors from the board connect directly to each battery set.  These wires must be connected before the system can be turned on.  To turn on the entire rover, a momentary push button must be pressed and held down for a few seconds.  The purpose of the push button is to initialize power to the main power MOSFET driver.  The driver activates the five MOSFETs, which allow complete power up of rover.  Although each MOSFET can support an input voltage of 30 Volts and a maximum current of 210 A, the current is split in parallel across five MOSFETs to reduce power loss.  Furthermore, ohmic over-heating is reduced due to the smaller currents through each MOSFET.   

To indicate when there is power on the main bus line, a green LED is lit on both the edge of the board and the push-button itself.  Once the system is powered up, the RobostixTM controller on the power board regulates the bus line voltage and the overall rover current draw.  Although, the orientation components are also on this board, these are discussed in more detail in the Avionics-Orientation section.  

Voltage Regulation

The voltage is monitored so that it never falls below 18.0 Volts.  This limitation is set by the minimum voltage threshold, below which internal damage of the lithium-polymer batteries could occur, reducing their lifetime and performance.  If the bus line voltage falls below 18.0 Volts, a set of MOSFETs for the back-up battery system will activate and start drawing current from the back-up set.  Meanwhile, the MOSFETs driving the main battery supply will be disabled.  If the voltage falls below 18.0 Volts for the back-up battery system, then the entire rover will shut-down automatically to prevent damage to the batteries.    

Current Regulation

The current drawn for the entire rover is monitored by a current sensor rated at 200 Amps.  This sensor provides continuous data for the amount of current being drawn from the batteries allowing the CPU Module to gauge how much battery life is left.  It also acts as a secondary check for high current outputs and provides protection from overcurrent by shutting down the Mobility Module when the current is greater than 200 Amps.  This is meant to prevent a full shutdown of the rover. 

 Power Distribution

Table 5 lists the differing power specification requirements for each functional module supported by the power system.

	
	Voltage (Volts)
	Current (Amps) (max.)

	CPU Module
	12 V
	10 A

	Leg Module
	22.2 V
	180+ A

	Orientation Module
	5V and 3.3V
	3 A

	PanCam Module
	5 V
	3 A


Table 5. MoRETA’s Modules and their Power Specifications

The different voltage demands are met by three voltage regulators (3.3 V, 5 V and a 12 V) located on the power board. The three were chosen not only to provide the required voltage accurately and reliably but also to meet the current specification of the module.  

Each module also has a mechanical switch attached.  The PanCam Module switch is a nobly amber toggle switch which lights-up when there is power going to the PanCam.  The CPU Module has a black switch with a green LED that lights-up to indicate there is power to the CPU.  The Mobility Module has a large red panic button that acts as the mechanical switch.  When the panic button is depressed, the power is disconnected from the legs and wheels and their associated avionics.  

Thermal Performance Analysis

One major concern in the design for a high powered rover is the thermal output during operation.  As mentioned before, the system relies on distributing some of the battery current load through five MOSFETs.  With a nominal resistance of 2.8 mΩ, power dissipation from each MOSFET would be 0.7 Watts, for an average current demanded of 80A.  This power could be dissipated through convective heat transfer without elevating temperatures to concerning levels.

The power board itself is a major worry, as it only has 2oz/ft2 thick copper pouring.  From an online trace-width calculator5, it is estimated that at 200 A of current, the board will experience an increase in temperature by about 45°C, enough to cause degradation of the components on this board.  The volume of the copper is not enough to sustain high currents of 200 Amps for a long period.  For 80 Amps of current, the temperature will rise by about 5°C. All components on this board should be capable of handling the temperature rise and it should not cause any major component failure.  
The current will be runs through certain attachment points that are smaller in volume and thus higher in resistance.  Even at 80 A, these points may be a critical failure point if temperature rises cause local harm to the board or components nearby.  Complete testing of the entire system is recommended to complete the power board’s thermal performance analysis.      

Mass, Cost, Power Budget
The power system weighs approximately 8.0 kg, including all wiring, switches and batteries, satisfying the mass budget allocation (8.0 kg).  The monetary budget for the power system was set at $1000 for the final integration phase.  The total cost for the power system in this phase amounted to about $900, including all components and production cost of the printed circuit board (PCB).  More detailed budget analysis can be found in the System Management Cost Budget section.  

Discussion of Subsystem Tests
Several tests were run to determine the performance and reliability of the power system. Two major uncertainties of the system identified as potential failure points were the reliability of the secondary voltage regulator and the ability of the batteries to maintain voltages during high current demands.  These two items were tested to characterize and better understand the performance of the power system.
It is critically important for the voltage regulators to maintain a steady voltage for their respective modules even if (system) voltage supplied to them changes, perhaps as a result of high current draw by other components.  In Table 6, supply voltage to each regulator was changed, and the output (regulated) voltage measured.    

	Supply Voltage (V)
	Output Voltage (PT6303N) (V)
	Output Voltage (PT6302N) (V)
	Output Voltage (PT7756C) (V)

	24.7 (LiPo batteries)
	3.29
	4.98
	12.01

	24.5
	3.29
	4.98
	12.01

	22.1
	3.29
	4.98
	12.01

	20.2
	3.29
	4.98
	12.01


Table 6: Output voltages with Varying Supply Voltages
Even at varied supply voltages, the regulated voltage is kept at a constant value, which meets with expectations.  Based on this test, the regulators appear to be reliable and operating properly. 
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Figure 31: Graph of Battery Performance with Varying Current Demand
The other critical test was to assess the impact of varying current demand on the battery performance.  This test was evaluated using the XtremaTM Wattmeter Data Collector (this is a secondary mode on the XtremaTM battery charger).  The graph in Figure 31 shows the battery’s voltage, and the current being drawn from it over time, quoted to 0.01 V and 0.01 A precision.  With a current draw of about 13 Amps for 6 seconds, the battery voltage drops by 0.4 V.  The average current draw for the entire rover is expected to be about 50 A distributed over the five sets of batteries.  This amounts to an average of 10 A being drawn from each set.  The graph in Figure 32 plots the battery voltage against increasing current drawn.  From this data, there will be an expected 0.5+0.01 V drop from the nominal voltage supply when 10A is drawn. This voltage variation is not expected to significantly affect the rover performance in normal operation. 
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Figure 32: Graph of Battery Voltage against a Varying Current Demand

Suggestions for Improvement in Design
Although the power system satisfies all the listed requirements, the following design improvements are suggested to increase its usability and reliability.  For improved modularity, future design iterations might consider removing the voltage regulators from the main power board and requiring each module to have its own regulators given only the main bus line voltage supply.  
An important design consideration that will help to characterize the rover’s power profile more accurately is to incorporate more telemetry.  This can include mounting current sensors on each module which would allow more insight into the system’s performance and also improve detection of faulty systems quickly.  Another improvement in the overall power design is to create a more efficient procedure for the recharging, dismantling and replacement of the batteries.    

Power Interfaces and Integration - Hardware Interfaces to Mechanical

The power module integrates directly with every other module on MoRETA, and it was therefore important to clearly define these interactions. As per the modularity requirement, only bus voltage and ground can be passed through the inter-module connectors, and thus power is responsible for a significant portion of the actual external connections to each module.
Anderson pole connectors rated at 40 A are used for all connections to the batteries and the power board.  High current power connectors rated at 100 A are used to connect to each of the leg and wheel avionics boards.  The same high-current gauge wire is used throughout the Mobility and Power Modules.  The CPU module has a specialized power connector plug that mates directly to the onboard processor.  The plug is rated at 12 V and up to 20 A of current. 

The case mounting locations for each battery pack are also worth noting in this section. In order to better balance the center of mass of MoRETA, the batteries can be separated into two twin packs of 4 cells a piece. Although this increases the overall mass of the power system (average increase of 0.1kg of wiring), it allows the weight to be more evenly distributed.
To mount the power board a specific bolt pattern was machined to a metal plate on the top of the rover chassis.  There are five bolt holes on the power board that allows it to be mounted directly on the chassis.  A clearance of 0.5 inches exists between the power board and the metal mounting plate.  The power board has its components facing down towards the ground plane while the wiring protrudes from the back of the board.  The main fuse is mounted with zip-ties to any support rod on the chassis.  All switches are attached to long wiring that provides the operator with enough clearance from the rover’s leg radius.    

Software Interfaces

The power system monitors the rover’s overall power state including the voltage and the overall current.  It is also capable of measuring expected remaining operation time.  This information along with the orientation sensor values is continually fed through serial connection to the main autonomy computer, the CPU Module.     

5.2.3 Orientation

Orientation Subsystem Description 

The central avionics module, comprised of the orientation and power subsystems, contains orientation sensors on a printed circuit board (PCB) and controls the power system of MoRETA
. The onboard sensors are an Analog Devices gyroscope ADIS16250 and an Analog Devices accelerometer/inclinometer ADIS16201. A RobostixTM microcontroller sends and receives serial peripheral interface (SPI)
 data with the two orientation sensors and monitors the rover main and backup battery voltage and current levels. The RobostixTM also sends orientation and power telemetry to the main autonomy CPU, and receives power commands from autonomy or switches.
 The power subsystem will only be discussed in this section as it relates to gathering data from the central module to be sent as telemetry.

Orientation Subsystem Requirements
The requirements for the orientation subsystem state that the orientation subsystem must be able to translate and communicate information concerning the physical motion of the rover into usable data for autonomy. The orientation subsystem takes the data collected from both the inclinometer and gyroscope and provides the processing necessary to submit this as usable information to autonomy. This data provides closed-loop control feedback to help the autonomy group obtain better information about the overall state of the rover. This process allows for the modular implementation and 
control through autonomy commands of various parts of the rover as requested by the customer.
Orientation Subsystem Functionality 
The requirements for the orientation subsystem of the MoRETA central module translate to the subsystem’s responsibility of fulfilling four main functionalities, which will each be described in this section in further detail:

1.
Receive commands from autonomy and implement the commands.

2.
Monitor the rover power system.

a.
Read the main and backup battery voltages

b.
Read the current sensor to monitor current from batteries

3.
Read data from the orientation sensors.

a.
Gyroscope: yaw rate about z-axis

b.
Inclinometer: x-axis and y-axis inclination angles

4.
Send telemetry to autonomy.

Hardware
The orientation/power module hardware consists of a single PCB, the schematic of which is in Appendix C. The orientation components mounted on the PCB are a RobostixTM microcontroller, an Analog Devices gyroscope evaluation board, and an Analog Devices inclinometer evaluation board.

The RobostixTM contains several ports of eight general I/O pins each, and one port of A2D pins, which convert analog inputs to digital signals6. The PCB design uses ports A, C, and G for general I/O signals, including communicating with the orientation sensors and controlling the power system. The exact pin assignments are shown in the PCB schematic. Port F is the A2D port, and the first two pins of this RobostixTM port are wired on the PCB to read the analog voltages of the batteries and the current sensor.

The A2D port is initialized using the A2D software from the freeware AVR library available online7. The 5V reference voltage AVCC
 is used in the initialization. The voltage data reading capability was characterized by taking data reading from the A2D pins and comparing the results with digital voltmeter readings. The data is shown in Figure 33, where the straight line shows that the A2D data accurately matches the digital voltmeter reading.
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Figure 33: RobostixTM  A2D vs. Multimeter Voltage Measurement

Software
In this section each of the system functionalities numbered above will be addressed and the implemented software described. The main method running on the PCB RobostixTM carries these tasks out in series: first the RobostixTM receives commands from autonomy, then monitors the power system, receives data from the orientation sensors, and finally sends telemetry back to autonomy.

Receiving commands from autonomy and implementing the commands

Autonomy will send commands to the avionics central module in packets using an agreed upon protocol, described in detail in the Avionics-Autonomy ICD, Appendix C. The packet contains a command byte, with the value indicating a specific command as shown in Table 7.

	Command Byte Value
	Command

	0
	Reset

	1
	Power On

	2
	Power Off

	3
	Switch to Main batteries

	4
	Switch to Backup batteries


Table 7: Autonomy to Central Module Commands

 After a packet containing the command byte has been parsed to determine what command was sent, the mode of the power system is set to the autonomy-assigned mode. Then when the power system code is run, the mode determines the power system behavior.

Monitoring the power system

A finite state machine (FSM) is used to describe the MoRETA power system and is shown in Figure 34. A Mode variable keeps track of the current state of the rover’s power system. The FSM states are: Main Mode, which is normal operation of the rover powered by the main batteries; Backup Mode, when the rover is powered by the backup batteries; Transition Mode, to allow safe transitioning from the main to backup batteries; and Shut Down Mode, to tell the rover to shut down all power.

In a cycle of monitoring the power system, the PCB RobostixTM will first update the values of the rover’s voltage and current sensor data. The voltage being read is that of the batteries stepped down using resistors to 0.1778 (between a fifth and a sixth) of the battery voltage. The minimum safely allowable voltage is 18V for the batteries which means a measured value of 3.2V. As shown in Figure 33, if the main battery voltage drops below this vmin, the Mode will change to transition and then backup. The transition mode, with a small transition time during which both main and backup batteries are used, is to allow a smooth transition to backup power and allow time to switch to backup before shutting off the main power. In backup mode the voltage and current are still monitored, and if the minimum voltage is again reached then the system will completely shut down and turn off all power to avoid battery damage or fire hazard.
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Figure 34: Power System Finite State Machine 

Reading data from the orientation sensors

The orientation sensors require a SPI to clock data in and out of the sensors. SPI uses four signals, ChipSelect, SCLK, DataIn, and DataOut. ChipSelect is an active low and indicates which sensor is being used. To activate a sensor, the ChipSelect signal, either CSgyro or CSinclin, is the number of the pin which should be held low during the SPI cycle. The SPI cycle is 16 clock cycles long, meaning the SCLK pin is toggled high then low 16 times. Each falling edge of SCLK clocks one bit of DataIn to the RobostixTM and one bit of DataOut to the sensor. This code is contained in the method SPI in the file orientationsensors2.c, Appendix C. Another important aspect of the 16 clock-cycle SPI read/write cycle is that the DataIn being written to the sensor contains a 6-bit address that requests a specific register of data for DataOut, such as x-inclination, y-inclination, etc. During any given SPI cycle the DataOut being read from the sensor is the data requested from the address written in the previous cycle. This means during each SPI cycle the address is saved for the next cycle- and in addition the address must be saved for the next cycle reading that same sensor. More details of the entire 16 clock-cycle SPI read/write cycle, including timing diagrams, are in the orientation sensor datasheets, Appendix C. Table 8 shows information about the data that is collected from the sensors. 

	Data
	Sensor
	Bits
	Format

	x-inclination
	Inclinometer
	12
	Two’s complement

	y-inclination
	Inclinometer
	12
	Two’s complement

	Yaw rate
	Gyroscope
	14
	Two’s complement


Table 8: Orientation Sensor Data

As the table shows, not all the data types are the same length. So at the end of the 16 clock-cycles, the DataIn must be processed in a couple of steps. First, the previous address from the last SPI cycle is checked to see what data has been read, and if the data should be a 12-bit inclination angle or a 14-bit gyro yaw rate. Then, since the first few bits of the 16-bit number aren’t data, they must be set to all zeros or all ones depending on whether the number is negative or positive in the two’s complement format. The scaling factor will be applied by autonomy, so the number is sent as a 16-bit Little-Endian, two’s complement number in a telemetry packet to autonomy.

Sending telemetry to autonomy

Similar to how autonomy sends commands to the central avionics module, after updated data has been collected from the power system and the orientation sensors, telemetry is sent back to autonomy. The information is sent in a packet that adheres to the protocol outlined in the Avionics-Autonomy ICD, Appendix C. The data fields are sent in the order [PHI][THETA][PSIDOT][VOLTAGE][CURRENT], where descriptions of each data field and the corresponding conversion factor from two’s complement binary are shown in Table 9. The axes referred to are defined in the MoRETA Coordinate System.

	Data Field Name
	Description
	Conversion Factor

	Phi
	Angle from the x-axis
	0.10 degrees/bit

	Theta
	Angle from the y-axis
	0.10 degrees/bit

	PsiDot
	Yaw rate about the z-axis
	0.07236 degrees/second/bit

	Voltage
	Voltage of the main or backup batteries, whichever are powering the rover
	0.0195 V/bit

	Current
	Current from the main or backup batteries, whichever are powering the rover
	0.0195 V/bit (voltage from the current sensor), 0.78 A/bit


Table 9: Central Module Telemetry to Autonomy

Orientation Subsystem Tests

Tests of the orientation subsystem and descriptions of some of the issues that were fixed are shown in Table 10. The subsystem was first prototyped on a prototype board using wires and header connectors between the RobostixTM and the sensors. Then the components were one by one moved to the central avionics module PCB until finally the system was fully integrated and functional on the PCB.

	RobostixTM location
	Gyro Location, Port
	Inclinometer Location, Port
	Working/Problems Fixed

	Protoboard
	Proto, Port C
	---
	Working

	Proto
	Proto, Port A
	---
	Reading data from wrong port in one part of code

	PCB
	Proto, Port A
	---
	Had to switch pin definitions for DataIn and DataOut signals

	PCB
	PCB, Port A
	---
	False contact on J1 connector between PCB header and gyroscope

	PCB
	PCB, Port A
	PCB, Ports A and C
	Inclinometer works when read w/o the gyro; fixed problem by using previous address

	PCB
	PCB, Port A
	PCB, Ports A and C
	Need to process 12bit inclinometer data differently than 14bit gyro data

	PCB
	PCB, Port A
	PCB, Ports A and C
	Working


Table 10: Orientation Subsystem Functionality Tests

Suggestions for Improvement

There are several areas that were not completed due to time constraints. The sensors have a small amount of noise and a small amount of initial offset, which could be well handled by processing the data with some initial readings and in effect zeroing the sensor data. A second functionality that needs some more work is characterizing the current sensor data. The A2D voltage reading capabilities were characterized for reading the A2D pins, but not the current sensor. A similar test should be done taking data from the current sensor for different current levels, measuring both the current and delay in reading the current. Other work can be done in completing and testing that all the switches attached to the central module PCB function correctly. At cur
rent writing the integration between the central avionics module and autonomy has also not been done.  This is an important area that will require more extensive testing.
5.2.4 Single Board Computer 

Subsystem Description

The Single Board Computer (SBC) is the “brains” of the rover, providing all the computing power for the autonomy software stack. As the requirements for local mapping are significant, the computer must be relatively high performance. It is in essence a desktop class machine in a toaster-sized box. 

Subsystem Requirements/ICD

Functional Requirement 8.1: The rover shall be able to support programming by the autonomy group. 

In addition to this formal requirement, the following items are necessary for proper performance and integration with other systems:

- A discrete graphics processor is necessary to enable parallel processing of local map projection and stereo disparity.

- A powered (6 pin) Firewire port is necessary for the Videre Design stereo camera.

- Five RS-232 serial ports are necessary for communication with the avionics system.

Design


The SBC has the following specifications: an Intel Core Duo 1.83 Ghz processor, 512 Mb RAM, 2 USB ports, 2 serial ports, 1 Firewire port (IEEE 1394), a wireless (802.11b) MiniPCI card, one 80Gb SATA hard drive, and a 8-21VDC/120 W power supply. Additionally, a four port USB-serial adapter provides communication with the avionics legs. The operating system is the Ubuntu 6.10 (Edgy Eft) distribution of Linux, running kernel version 2.6.17. Non-standard installed libraries include: the Gnu Scientific Library, OpenCV 1.0, libraw1394, Cg 1.4, Brook 0.4, Cilk 5.4.3a, the Matlab Component Runtime, GTKmm, and the Columbo Simple Serial Library.
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Figure 35: SBC Motherboard

Mass, Cost, Power Budgets

The total mass of the SBC is 1341.5 g, mounted in a box 26 x 29 x 8 cm. The cost of the SBC is roughly $1000, although a backup was purchased for redundancy. This came in useful when a static shock destroyed our original board. The total power draw is limited to 120 W by the power supply.

Discussion of Subsystem Tests

Purpose/Description

The sole test of this subsystem is to ensure that the provided software runs correctly, completely, and meets our performance requirements. Because we do not have a firm requirement for the local mapping system in “frames per second,” it was not possible to characterize our achievement of the required performance. Improvements in the speed of the local mapping system have been achieved due to code optimization, not any increased performance of the computer itself.

Results/Analysis

The SBC is able to execute threads on each core simultaneously, testing the performance of our Cilk library and pipeline framework. This was accomplished by writing a function to do floating point math that, while not at all related to our problem, takes an equivalent amount of time. Counting from one to ten million and doing some simple math at each iteration was sufficient for this demonstration. Running on two cores took slightly more than half as long as running on one core, resulting in a library overhead of 0.187%. Including a simple call to the GPU through the Brook library resulted in an additional overhead of 0.08%. The use of these libraries makes writing and maintaining this complex code significantly easier, so the performance penalty of less than one percent is tolerable.

5.3 Autonomy

5.3.0 Overview & Description of Framework

MoRETA’s autonomy subsystem is responsible for all high-level control of the rover above closed-loop joint actuation.  The autonomy section of Figure 36 describes the flow of information through the subsystem.  Operating on visual information from a stereo camera, joint angle feedback, and user commands, the system provides joint angle set points to the avionics subsystem.  To perform these tasks, three processing modules (Local Mapping, Foot Placement Planning, and Locomotion) are integrated with a graphical user interface, a joystick controller, and a software communications interface to the Avionics modules.  Collectively this system is referred to as the MoRETA Autonomy Stack, or MASt.
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Figure 36: High Level Concept of Operations

Autonomy Framework

The MASt software implementation contains a framework written in C++ for exchanging data among the autonomy modules.  Program execution is divided into two primary processes. 

- the Local Mapping module, which runs as an independent process, responsible for performing highly parallelized and processor-intensive operations,

- all user interfaces, and the rest of the MASt - including the Foot Placement Planning and Locomotion modules-  which are integrated in a single multi-threaded process.  Complete code for the MASt software is contained in the MERS Subversion repository under: Mers/Testbeds/MoRETA 

Communication between the primary MASt process and the Local Mapping process is provided by IPC8. IPC requires a third ‘central’ process to be started which coordinates the communication between all participating modules.


To facilitate code development and data analysis during the three semesters of 16.83x, the Foot Placement Planning and Locomotion modules were developed in MATLAB.  To use these modules on the rover, each module must be compiled and deployed using the MATLAB Compiler9.  Scripts for generating the MATLAB libraries that are linked to the main MASt process are located in: 

· Mers/Testbeds/MoRETA/Locomotion/MCRLibrary

· Mers/Testbeds/MoRETA/FootPlacementPlanning/MCRLibrary

Documentation for the primary MASt process and its interfaces can be generated from the Doxygen file located in:
Mers/Testbeds/MoRETA/IntegrationFramework

A copy of the MASt documentation can be referenced in the files within the CD included with this document in Appendix C under SB_OV_AUT/html/index.html. This set of documentation is the most important resource for learning about the MASt.
5.3.1 Locomotion


The Locomotion module is the high-level control software for the rover that dispatches desired joint set points and parameters to the avionics onboard the rover for use during walking mode.  The architecture of the module is composed of three distinct components, a conversion function, a dispatcher, and a controller.  The module's input is an (x, y, z) foot placement from the Foot Placement Planning module and the output is a vector containing joint position set points, joint velocity set points, and desired gains for use in the control law that is implemented on each joint by the avionics.


The goal of the conversion function is to transform an inputted foot placement into a Qualitative Control Plan (QCP).  First, a new waypoint for the rover's center of gravity is chosen, then waypoints for the stepping foot, shaping the path the foot takes as it moves to its next foot placement.  Together, these waypoints – represented as goal regions rather that points – form a set of discrete activities that fully define the rover's gait.  To enhance robustness, flowtubes are then computed.  These flowtubes contain an optimal control policy for every point in state space for every activity, ensuring that the rover will reach its locomotion goals.  


The dispatcher receives telemetry from the avionics and uses forward kinematics and some sub par state estimation to determine the current Cartesian state of the rover.  The dispatcher then extracts the current desired (x, y, z) position of each foot and the center of gravity from the QCP and compares the current state to the desired state.  If the rover current state is close enough to its goal state, then the dispatcher sequences to the next goal and transmits this information to the controller.  If not, the current goal is dispatched to the controller.


The controller, using inverse kinematics, translates these desired goal positions into desired joint angles, which are sent to the avionics to be actuated.  The dispatcher and controller are called at a frequency of 10 Hz.  Future testing may prove that this frequency should be decreased.


Currently the dispatcher and controller have been tested in simulation and are in the process of being tested and revised during their hardware integration.  The conversion function has not yet been fully implemented, preventing the higher-level autonomy functions from being integrated on the rover.
5.3.2 Foot Placement Planning

Subsystem Description

The subsystem is responsible for choosing a foot placement based on the terrain and the desired velocity.  The architecture of the foot placement planning subsystem has two distinct modules: map preprocessing and foot placement planning.  This two-module approach was chosen so that the map preprocessor can reduce the number of choices from which the foot placement search module has to choose.  The main driver behind this was the requirement to complete a whole autonomy cycle in one second, i.e. retrieve a local map from stereo vision, choose a foot placement, and specify joint parameters in one second.

The map preprocessor module receives as an input a height map of surrounding terrain from the vision and local mapping subsystems.  From the height map, the map preprocessor selects foot-sized regions that make the rover’s motion consistent with the commanded direction and the rover’s capabilities.  In the process, foot-sized regions are eliminated due to simple constraints.  The foot placement search algorithm subsystem then computes a cost for each region based on specific heuristics that include a more detailed model of the rover’s physical capabilities.  Finally, the region with the lowest cost is sent to the locomotion control which translates the given foot placements into joint angle and torque commands.

More in-depth information about the foot placement planning module is available, see references for details10.

Subsystem Requirements/ICD is the broader requirement that the whole MoRETA autonomy system completes an entire cycle in less than one second.  The execution time was never broken down further by the autonomy system, but it is reasonable to assume that the FPP module must execute in significantly less than one second.  The FPP algorithm has yet to be run on the actual flight hardware, but tests on the development computer show that the observed Worst Case Execution Time (WCET) will meet the one second timing requiremen
t
.

Interface with Local Mapping

The FPP module accepts a terrain height map as input in the form of a matrix containing height values.  The axes of the height map are specified so that the rover’s center is always at the origin.  The height map has a resolution of one centimeter per data point and comes in as a MATLAB array whose indices are converted to the rover’s coordinate system.  This conversion is done by tracking the element in the upper left corner of the converted map with the indices of that element in the original array.  The map is aligned with the current orientation of the rover; the first index in the array is the x-axis of the rover (pointing forwards) with a lower index that is farther forward than a higher index, and the second index in the array is the y-axis of the rover (pointing left) with a lower index that is more to the right than a higher index.  More in depth information on this interface is available in the integration section.

Interface with Locomotion

The FPP module outputs its chosen foot placement as a MATLAB structure.  Then, the MASt framework sends this information to the locomotion subsystem.  

Design

Map Preprocessor

Map preprocessing reduces the number of computations required by the foot placement search algorithm by reducing the number of regions that must be searched.  The map preprocessor only considers regions that are feasible according to a simplified model of the rover with general constraints.  These general constraints are based on the rover in an ideal body pose walking on flat ground.  Therefore, the map preprocessor imposes a first set of lenient constraints on the rover and the foot placement planning search algorithm later conducts a more constrained feasibility check when assigning costs.  Because the map preprocessor does not take into account information such as current body pose or joint angles, it requires less computational resources to select and eliminate candidate foot placements than the foot placement search algorithm.  

The first step of the selection/elimination process is to look at the area within a specified distance of an Ideal Foot Placement (IFP).  The IFP is based on the rover’s gait and assumes no terrain knowledge.  The rover’s vertical and lateral reach, in this subsystem, is a preset parameter based on the rover’s physical capabilities in ideal situations.  

Next, select regions in the vicinity of an IFP and the rover’s height capabilities are eliminated by the map preprocessor based on terrain considerations.   Each region is roughly the size of the rover’s foot plus a margin of error to provide robustness against inaccuracies in the map, joint specifications, or mechanics.  Each pixel in the region must be considered when terrain is analyzed in a feasibility check because sharp spikes in height (rocks or cliffs) could destabilize the rover’s foot.  Additionally, regions that have steep slopes could cause the rover’s foot to slip and prevent the rover from traversing.  Figure 37 is a demonstration of how the map preprocessor searches regions around the IFP, which is designated by the red dot.  The nominal height in this case is designated by the blue region.  To the right of the IFP there is an obstacle with heights increasing in the negative 6y-direction.  The terrain is discretized and represented as uniform height steps in the height map.  Figure 38 is a 3D visualization of the terrain.  The black boxes in Figure 37 show the regions that are selected.  One can see that regions containing both sloped terrain and terrain at nominal height are eliminated due to the height gradient which results in the rover’s foot being placed at an angle, a destabilizing condition.     
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	Figure 37: Demonstration of Map Preprocessor Elimination Regions with High Height Gradients (heights in meters) 
	Figure 38: 3D Visualization of Sloped Terrain


Foot Placement Search Algorithm

The foot placement search algorithm takes the pre-processed map regions and chooses a foot placement.  It does this by assigning a cost to each region produced by the map preprocessor and then selecting the region with the lowest cost as the best foot placement.  

To reduce execution time of the search algorithm, there is an exit early condition if the algorithm computes a cost that falls below a pre-determined “good enough” threshold.   Implementing the exit early condition does not guarantee the lowest cost region, but it can drastically reduce execution time by reducing the number of regions searched  An example cost contour is shown in Figure 39.
The overall foot placement pattern is based on a pre-determined gait that produces ideal foot placements (IFPs).  The gait pattern and resulting IFPs are created for the rover walking on flat ground with no obstacles.  The job of the foot placement planner is to adapt this flat-ground gait pattern to varying terrain.  In addition, the foot placement search algorithm is also responsible for tracking a reference input given by the user.  If terrain temporarily forces the rover to leave the reference line, the foot placement search algorithm must provide corrective commands to bring the rover back to the reference line.
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Figure 39: Typical Cost Contour on a Flat Map

After a map region has been assigned a cost, it is placed in a sorted list containing all the map regions that have had their cost calculated thus far.  This list is then expanded to the next step by performing a similar cost calculation for each region in the first step and thus creating a tree.  This tree can be expanded as many steps as desired, within the reaches of the map that is available.  Once the tree has been fully expanded, the leaf with the lowest cumulative cost is selected, and the first step in the selected sequence is passed on to the locomotion module as the chosen step.

As the number of levels to which the tree is expanded increases, the number of map regions to examine grows in O(cN).  To help alleviate the computational costs under certain conditions, the exit early condition, as described above, is implemented.  At the final level in the tree
, the cumulative cost of each step sequence is compared to a threshold cost as the cost is calculated.  If the cost falls below this threshold, then that step sequence is selected as the output, without computing the cost for the rest of the leaves in the tree.  The rationale behind this is that small differences in cost do not make a big difference in the final result and speed is more important than choosing the absolute lowest cost.  If no step sequences fall below this threshold, then the cost for each leaf will be calculated.

Each time the algorithm goes through a cycle, a correction is made to try to keep the rover on the reference line.  The algorithm keeps track of the cross-track error and the shifts the IFPs by this cross track error.  This has the effect of keeping the IFPs on the reference line instead of directly forward of the current position, even if the rover is off to one side of the reference line.

Discussion of Subsystem Tests

Purpose and Description

The main performance metric that was considered while designing the foot placement planning module was execution time.  One of the critical requirements on the MoRETA autonomy system is to complete one whole step in one second or less.  As a result, the execution time of this module needed to be considerably less than one second to allow all the other modules enough execution time. The subsections below will show the effect of various factors on the execution time.
The execution time is very dependent on the hardware that it runs on.  The computer
 used for simulation
 is considerably slower (1.5 GHz PowerPC) than the MoRETA autonomy computer (1.8 GHz Intel Core Duo).  It can be expected that execution times of the final hardware will be significantly faster than on the simulation hardware.  However, as will be seen below, even the slower simulation hardware provides acceptable execution times.
Results and Analysis

Baseline Performance
The baseline performance is measured for the rover walking on flat terrain.  In this case, the rover places its feet at the ideal foot placements, thus incurring a cost very close to zero.  This takes full advantage of the shortcut exit discussed above because the map region at the IFP is always the first map region to be considered.

The baseline case is shown in Figure 40a.  The ‘x’ markers show the position of the feet and the black circle is the geometric center of the four feet.  The direction of motion is forward, which corresponds to positive-x in Figure 40a.  Because the rover is walking on perfectly flat ground, the rover walks completely straight, except for the starting transient where the back right foot steps slightly to the side 
.

The geometric center is a pseudo-center-of-mass and it is used for reference line tracking purposes.  This approach is sufficient for tracking and is much simpler than calculating the actual center of mass, which depends on many factors not considered by foot placement planning.

Figure 40b also shows the execution time required for each step.  As can be seen, the execution time stays under 0.2 seconds for almost every step.  This figure will serve as a baseline for the other execution times presented below.

	[image: image44.png]x
x
x
x
x
x
x
x
x
x
x
x
x

- Front Left Foot
- Back Right Foot
- Front Right Foot
- Back Left Foot
—O— Center of Feet





	[image: image45.png]0.16

0.15

0.14

) o

5 5
[s] awi) uonnoax3

0.11

0.1

0.09

15 20 25 30 35 40
Step Number

10





	Figures 40a: Rover Walking on Flat Ground
	Figures 40b: Execution Time for Rover Walking on Flat Ground


Steep Terrain
A main motivation for designing a legged rover is to gain access to difficult and steep terrain.  Figure 41a shows the rover walking over a set of steep steps.  The darker shading represents lower terrain.  For most of the trajectory, the rover walks in a straight line.  The first obstacle it encounters is a deep canyon at x=2.  The rover successfully steps over the canyon instead of into it.

Figure 41b also shows the execution time for the rover walking on the steep steps.  For several of the steps, the execution time is around 1.4 seconds.  While this does not meet the requirement, it is still close, and the execution times can be expected to meet the requirement on the faster autonomy computer.

The higher execution times happen when the IFP is far from any feasible foot placement.  For example, when crossing the canyon, the IFP falls over the canyon, so any foot placement that is horizontally coincident with the IFP will actually be deep in the canyon, which would incur a high cost.  Instead the algorithm searches over all the other feasible foot placements and instead chooses foot placements just before and after the canyon.

Towards the end of the trajectory, the rover has a steep step up.  Once again, the costs associated with these foot placements are high because of the vertical distance between the IFP and the actual foot placements that are being considered.
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	Figures 41a: Rover Walking on Steep Steps
	Figures 41b: Execution Time for Rover Walking on Steep Steps


Tracking

As mentioned previously, the rover is able to track a reference line even if disturbed by an obstacle, and Figure 42a shows a case of this.  In the map, the dark area is lower than the lighter area and as a result the rover cannot step there.  The chosen trajectory takes the rover around the obstacle and then returns to the reference path of y=0.  The safety margin around the foot placements is difficult to see on the map because of the scale: the map region is much larger than the area of a foot.  The map preprocessor takes into account the foot size and ensures that all foot placements will be on solid ground.

It should also be noted that this example demonstrates an extreme case of what the algorithm is designed for.  The algorithm assumes a smart user, either a person or a global path planner, which would steer the rover around large obstacles.  The algorithm's tracking capability is simply there to account for any drift.
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	Figure 42a: Rover Walking Up a Cliff
	Figure 42b: Execution Time for Rover Walking Up a Cliff


Compare with Requirements and Design Predictions

Tests have shown that the FPP algorithm will meet the requirement to execute in under one second.  However, because this requirement is leveraged on the whole autonomy system, all the subsystems together need to execute in under one cumulative second.  At this time, all software has yet to be tested on the actual flight hardware, but the FPP algorithm has not precluded the autonomy system from achieving this goal.

Suggestions for Improvement

As of this writing, MoRETA’s walking capabilities have not been ready to test on rough terrain; however, as soon as it is completed, testing of obstacle avoidance will be conducted with the physical rover.  This testing will allow the foot placement planning parameters to be adjusted to MoRETA’s actual physical capabilities.  For example, certain heuristics may require different weighting depending on the type of terrain.  The map preprocessor may need to search regions that overlap, or perform at a greater spread, or a combination of the two.  However, these improvements are mostly implementation-specific.

An additional feature that may prove to be promising is the inclusion of feedback loops between the locomotion algorithm, the foot placement search algorithm and the map preprocessor.  These feedback loops would help keep the rover from getting ``stuck'' by not finding a foot placement.  This could happen because of constraints that may have eliminated too many candidate foot placements.  In this situation, the feedback signals would alert the previous module to relax the constraints to try to find feasible foot placements.

5.3.3 Joystick

Subsystem Description

An important aspect of the MoRETA project is the user control of the rover.  After multiple re-scopes of the requirements, controlling the rover via joystick still remains the primary interface between the user and the rover.  With a wireless joystick, the user will be able to control the rover in both the wheeled and legged mode and be able to switch between the two modes.  For legged motion, the joystick interacts directly with the foot placement module in order to guide the rover.  For wheeled motion, the joystick will bypass the MASt and control the avionics controllers within the wheel directly; however, this part of the joystick module did not come to fruition by the conclusion of the project.
Subsystem Requirements/ICD

The rover is required to have the capability of being controlled remotely by the user with zero delay, which is accomplished with the joystick.  When the user presses one of the designated buttons on the joystick, the orientation of the joystick (x-position, y-position, yaw and throttle position) are instantly queried by the MASt and the appropriate data is sent to the foot placement planning module or the avionics controllers within the wheel.  Other buttons on the joystick have been programmed for various functions necessary for the user to operate the rover.  A complete description of the various programmed buttons and joystick operations can be found in the Joystick User Guide within the Rover Operations section of the document.
Design

The wireless joystick chosen was a Logitech Freedom 2.4, which has three-axis motion, throttle control, eight-directional hat control and ten programmable buttons.  The joystick has a wireless dongle that plugs into a USB port and communicates with the joystick through 2.4GHz cordless technology, which gives the joystick an operational distance of up to 20 feet.  The joystick does not come with available drivers for Linux operating systems, but the joystick was successfully programmed for Ubunutu in C++ using the SDL (Simple DirectMedia Layer) Libraries.

The joystick is automatically detected when it is plugged in
to the USB port of the onboard computer and activated by pushing any button on the joystick.  The user is notified that the joystick is connected in the status section of the MoRETA GUI.  A screenshot of the MoRETA GUI is shown below in Figure 43, which shows that the joystick is disconnected.
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Figure 43:  MoRETA GUI Screenshot with the Joystick Disconnected.

Once the joystick is connected and the MASt is started, the MASt polls the joystick continually until the user chooses to send the position of the joystic
k to the rover by selecting one of the necessary buttons. The position of the joystick corresponds to the direction the user wants the rover to travel. The user is able to specify if he/she wants the full state of the joystick to be used for maneuvering the rover or if only one state of the joystick should be reported.  The following is a list of button combinations:

· Trigger (Button 1) ( Full State

· Button 3 ( Y-Position Only

· Button 4 ( X-Position Only

· Button 5 ( Yaw Only

· Button 6 ( Throttle Only

The orientation of the joystick is scaled to a number between -1 and 1 before foot placement planning receives the orientation as an input.  Currently the foot placement planning module only accepts the x-position and y-position for its algorithm.

The states of the joystick along with the positive directions of the joystick are shown below in Figure 44.  The zero state of the rover has the joystick fully centered with no yaw and the throttle fully down.  When the joystick is placed in the proper orientation in front of the user, the positive x-direction is forward, the positive y-direction is to the right and positive yaw is counterclockwise.
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Figure 44:  Joystick States and Positive Directions.

Several other of the joystick’s 10 buttons are programmed to do various tasks, such as inhibiting the motors and actuators of the legs.  This freezes the legs in their current position and prevents them from moving until the user uninhibits the legs.  When the uninhibit button is selected, the motors and actuators resume the last command that was sent to the rover.  The inhibit/uninhibit feature provides the user the ability to debug the motion of the legs as the rover goes through its gait, and the feature also allows the user to halt the motion of the rover to prevent damage to the rover. A complete description of the various programmed buttons and joystick operations can be found in the Joystick User Guide within the Rover Operations section of the document.
The joystick code is setup in a way to allow for easy expansion of the functionality of the rover.  As the foot placement planning module and the rover take on more complex capabilities, such as wheeled mobility, the joystick module can easily be adapted to tackle various tasks by programming any of the ten programmable buttons and the hat.  Currently seven of the ten buttons have programmed functionality.

Mass, Cost and Power Budgets

The joystick dongle has negligible mass, which was not included in the mass budget of the rover.  The joystick cost $59.99, plus additional shipping and handling, which was less expensive than the $100 that was initially budgeted for the joystick.  The joystick does not directly consume any power from the rover’s power supply; however the joystick requires three AA batteries.

Discussion of Subsystem Tests: Purpose/Description

During the development of the joystick code, several tests where completed to ensure that the code was able to successfully and efficiently query the joystick position.  As mentioned previously, the joystick code reports the joystick x-position and y-position to foot placement planning as a vector scaled between -1 and 1.  The (x-position, y-position) vector indicates the desired direction for the rover to move in both the x-direction and y-direction. The specific tests were designed to see how long the code took to report a single position and then multiple positions in various time intervals.  By simply calculating the change in system time from the beginning to the end of the query, the total time consumed by the query was determined. 
To determine the sensitivity of the joystick, tests were conducted to report just the x-component or y-component of the joystick position vector by pushing the joystick in just one direction, either in the y-direction or the x-direction, and pushing the trigger.  The variation from 0 in the x- or y-component of the joystick position vector represented the relative sensitivity of the joystick.  This test served to determine if the user is able to report just an x- or y-position without using the different button schemes discussed previously.

Discussion of Subsystem Tests: Results & Analysis

By using the function clock() at the beginning and at the end 
of the querying sections and then subtracting the difference between the two times, the number of clock ticks that passed during the query was determined.  The value was then divided by CLOCKS_PER_SEC, and the elapsed time in clock ticks was converted to a value in milliseconds.
  However, all queries of the joystick returned with an elapsed time of zero milliseconds, which resulted from most computer systems having a 10-millisecond clock (1 clock tick = 10 millisecond).  Therefore, any query under 10 milliseconds showed no difference in clock ticks.  Based on these tests, the joystick code successfully queries the code in fewer than 10 milliseconds (1 hundredth of a second).  Based on the results of these tests, the user is capable of controlling the rover with zero delay in accordance with the project requirements.


Testing the sensitivity of the joystick also yielded favorable results.  Table 11 below shows the x-positions and y-positions of 10 trials with movement in each direction.  The yellow columns show the position of the axis intended to remain at zero.  Unlike the finalized joystick code, the numbers reported for this test were not scaled between -1 and 1 and were instead -32,767 to 32,767, which represented the full range of each axis.

	Attempting to Change Only X-Position
	Attempting to Change Only Y-Position

	Reported X-Position
	Reported Y-Position

(Ideal = 0)
	Reported Y-Position
	Reported X-Position 
(Ideal = 0)

	-13533
	0
	25534
	0

	-32767
	-3404
	-32767
	1361

	32767
	0
	10129
	0

	8851
	0
	-23575
	0

	-25194
	-1021
	7065
	0

	-9278
	0
	21108
	0

	13617
	0
	22810
	0

	22895
	0
	32767
	0

	-29279
	-1021
	-3404
	0

	22214
	0
	20427
	0


Table 11: Results of Trying to Move Just One Axis

The sensitivity of the joystick has a minimal role in the desired output of the user.  As seen above in Table 11, when trying to move the joystick in only one direction, the user was able to successfully accomplish this in all but four of twenty trials.
  In the trials where the results deviated from zero, the largest deviation of -3404 is only 10% error (-3404/32,767).  This shows that the sensitivity of the joystick may be a small issue with precision control, but the amount of error added by the sensitivity is minimal.  As a result of the sensitivity tests, the use of buttons to report only one specified state 
of the joystick position was permanently implemented into the code, which allows precision control in one direction if desired by the user.

Comparison Between Requirements and Design Predictions


As discussed in the previous section, the joystick code meets the timing constraints to allow the user to control the rover with zero delay.  However, the joystick currently only has the capability to control the rover in legged locomotion and lacks the capability to control the rover in wheeled locomotion.

Suggestions for Improvement

The efficiency of event handling for querying the orientation of the joystick can be greatly increased by implementing an event queue instead of constantly polling the joystick position.  With an event queue, every time the user sends a desired position to the rover, that command would be placed in the event queue.  When the MASt needs a new command to send the FPPmodule, the MASt would then simply take the last event sent to the queue as input for foot placement planning.  The event queue will result in more accurate commands being sent to the rover because the user will not have to worry about the MASt not polling the position at the right time.

At the time this design document was written, the wheeled locomotion aspect of the MoRETA rover was not complete, which caused the joystick code to lack the necessary commands to control the rover under wheeled locomotion.  With continued development of the rover, the joystick code should control the wheels directly by communicating with the avionics controllers and motors located within the wheel. 

In addition to the buttons that are currently programmed, additional functions of the rover can be programmed into the joystick.  Possible functions that can be added include: transitioning from wheeled to legged locomotion and vice versa, calibrating the leg sensors, starting and stopping the MASt, etc.

5.3.4 Vision/Mapping

Subsystem Description

The local mapping subsystem transforms stereo images into a height map.  The height map is passed to the Foot Placement Planning team, which uses the height information to select acceptable foot placements.


Subsystem Requirements/ICD


The local mapping subsystem exists to fulfill
- Functional Requirement 2.2.1.2:

- The rover shall have an imaging system for detecting ground hazards in front of and behind the rover.

The following describes the map representation required by the FPP module:

-  The local mapping subsystem shall store a height map of the terrain within three and a half meters of the robot.

- Foot Placement Planning module shall be able to query the height map for subregions corresponding to the area around each foot. 

- Each requested subregion of the height map shall be passed as a matrix to the Foot Placement Planning module.  Each value in the matrix shall represent the height of a square centimeter of ground area to within an accuracy of five centimeters.

- The coordinate system of the height map shall move with the robot so that the body of the robot remains at the center of the map, at height zero
.

- The axes of the height map shall spin to align with the x and y axes of the rover.  The height map shall remain perpendicular to the gravity vector; i.e. the map can’t tilt.

- The height map shall pass the value “unknown” to the Foot Placement Planning module for areas of uncertain height.

- The local mapping subsystem shall process video frames and update the height map five times per second.

Figure 45 shows a sample height map.  Heights are represented by colors that range from blue for lower ground to yellow for the tops of rocks.  Purple pixels show the area that the camera has not viewed; they are labeled “unknown.” The axes are marked every half meter, and the rover’s position is the center of the map.
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Figure 45: Height Map

The fact that the map moves with the robot makes it easier for the next module to plan foot placements in relation to the robot's body. To save computations, the local mapping module’s internal representation of the map does not rotate with the rover.  The rotation of the robot is kept in a rotation matrix, which is updated with the map each frame.
  When the Foot Placement Planning module requests a map subsection, the requested portion of the map is rotated and passed to it.

Design

Each pair of stereo images can be combined to form a depth map. The depth map is stored as a monochrome image, with pixel intensity corresponding to the object's distance from the camera. The program projects the depth map into a height map.  Because the camera's field of view is limited, the known heights in the map form a triangle while the rest of the map remains unknown. In order for the robot to place its feet, it must know the details of the terrain under its body. The robot looks forward only, so it assumes that it is on smooth ground at the start of each walking state. This assumption is reasonable because the robot starts out rolling. An accelerometer on the rover determines the rover's tilt to initialize the map at the proper slope.

As the rover moves forward, it walks over land that it has already “viewed” and processed.  The moving rover combines height maps from individual stereo frames into one master height map.  This way, the map incorporates past knowledge, and the rover knows what is underneath it.  The program must know the movement of the rover (egomotion) to align the individual height maps properly before combining them.  The egomotion can be established by tracking key image points as they move from frame to frame and analyzing the changes with linear algebra
, explained below.  The transformation matrix encapsulating the rover's movement, along with the current master map and the latest individual height map, are merged to produce a more complete height map of the surrounding area.  Combining data from multiple images also reduces the error introduced by the stereo algorithm
; error reduction leads to a more accurate map.
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Figure 46: Local Mapping Data Flow


Above are the steps that comprise the Local Mapping process.  The stereo camera takes a pair of images, and the stereo algorithm turns them into a depth map.  The next module projects the depth map into a height map.  During the height map construction, the key point module takes the left image.  The module identifies key points of interest in the image and compares that list to the key points from the last image.  Points that are in both images are sent to the egomotion module.  This module will then apply linear algebra techniques to the list of points to calculate the rover's movement.  Following is an overview of the mathematics.
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Figure 47: Two Camera Positions
Figure 47 represents two ideal cameras facing a scene.  The two planes in the figure represent the image planes of the cameras.  The camera centers are the points in the figure that are on the opposite sides of the image planes form the scene.  The line that connects the camera centers also intersects the image planes at the epipoles, labeled e and e’.  A line on the image plane that passes through the epipole is called an epipolar line.  The epipolar line on the right image plane is labeled l’.


The first step in finding the rover’s egomotion is to calculate the fundamental matrix F.  F is a 3 by 3 matrix that encodes all the information about the relationship between corresponding sets of points from two different camera images.  If x is a list of points in one image, and x' is a list of the corresponding points in another image, then x'T F x = 0.


Although F has nine entries, it has only eight degrees of freedom because a fundamental matrix is defined only up to scale.  Because F has eight degrees of freedom, eight or more pairs of points are needed to find the fundamental matrix that describes two images.  If xi, yi and x'i, y'i are the coordinates of corresponding points in the two pictures, then
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Where f is a nine-vector containing the columns of F

After finding the fundamental matrix, the next step is to find the projection matrix.  A projection matrix P transforms the coordinates of a point in space into the coordinates of that point on the image plane of a camera.  The dimensions of P are 3 by 4.  In the above equation, X is a point in space, and x is X projected on to the image plane.  Mathematically:

x = P X
Each camera has its own projection matrix, denoted P and P'.  The projection matrices are related by:

F = [e']x P' P+
where: 
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and P+ is the pseudoinverse of P

The two projection matrices are constrained only by their relationship to each other.  Rather than finding both matrices, we set P = [ I | 0 ] (a 4 by 4 identity matrix, minus the unnecessary last row).  Now P' contains the distance and relative rotation of the cameras, or in the case of egomotion, P' contains the motion of the camera up to scale.

Finally, the camera's rotation is given by the left three columns of P' and the camera's translation is the camera center E that corresponds to P'.  The camera center is the vector which solves P' E = 0.  However, the scale of E is still undetermined.  In the equation below, the two Xs with question marks show the effect of scale ambiguity.  To determine the camera's translation, we must incorporate the information from the stereo depth map.

To use the stereo information, the two lists of image points x and x' must be triangulated to find real-world coordinates X.  If piT are the rows of P, then:
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After triangulating these points, the algorithm looks up the stereo depths for the same set of image points.  It finds the scale by dividing the list of stereo depths by the calculated depths.  The average of the quotients is the scale factor that transforms the arbitrary scale of P' to the scale of the real world.  Multiplying the camera center by the scale factor gives the translation of the camera and therefore of the robot.

The movement is then stored in a 3 by 4 transformation matrix.  Once the matrix is complete, it is passed along with the height map to the merging module, which in turn combines the  previous height map with the current master height map.  The output is an updated master height map that is then rotated to the current heading of the rover 
and passed to the foot placement module.

Mass, Cost, Power Budgets

As software has no mass, and our labor has no cost
, the budgets for this system are zero. Computing power is a constraint, but we do not, as of May 31st, 2007, yet have a firm notion of the number of floating point operations required to create the height map. An initial goal of processing five frames per second was set at the beginning 
of the project, but that has not been achieved.

Discussion of Subsystem Tests

Purpose, Description

The Local Mapping system was tested by taking images of an object of known size and distance, and comparing the ground truth to the output map. As the egomotion code is still under development, the only test fully completed was aimed at measuring the accuracy of the stereo system.

Results and Analysis
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Figure 48: Stereo vs. Disparity
Above are the results of one set of data gathered by placing a book progressively farther from the camera and comparing the stereo disparities to the distance between the camera and the book.  As predicted by theory, the data match an inverse curve.  This test demonstrated that the stereo algorithm by itself is accurate to five centimeters.

Compare with Requirements and Design Predictions

The local mapping system has not been tested as a whole because the egomotion extraction module is still in progress.  However, all the other modules are complete and perform their functions properly.  Two modules, key point matching and projection, currently do not meet the execution time specification of five frames per second.  However, optimizing the code should speed them up adequately.

In the initial stages of development, execution time was impractically slow.  The stereo and projection algorithms were first implemented in Matlab, and they took minutes to hours to process a 640 by 480 pixel image.  The modules were translated to C, and currently all of the modules run on the order of seconds.  The slowest module at present is Projection
, which executes in fifteen seconds for a 1280 by 960 pixel depth map.  Work is proceeding on transferring the projection code to a Graphics Processing Unit (GPU) using the Brook stream processing library. The GPU will improve the code execution time by operating on the entire image at once
, rather than iterating through every pixel.  The key point matching module runs in five seconds.  The stereo algorithm is computationally intensive, but it has been optimized to run in under one-fifth of a second.  The considerable speed-up promises that the other modules can be optimized as well.

The stereo algorithm meets the accuracy requirement of two inches and the running time requirement of one-fifth of a second.  The projection, merging, and key point matching modules all perform their tasks correctly.  The egomotion module using was still 
undergoing testing as of the writing of this document.  However, initial progress made with the module provides evidence that the last component will come into place.

Suggestions for Improvement

The first priority for improvement is to ensure that the egomotion code works properly. Of the currently working pieces, there is room for improvement in the disparity to distance 
formula. The stereo matching algorithm accurately measures the disparities, or horizontal position changes, of the pixels from left frame to right frame.  However, it is necessary to properly translate the disparities to real-world distances.  The current disparity to distance function outputs a slightly rounded height map for a perfectly flat floor. Additionally, there is significant room for performance improvement by further utilizing the GPU for easily parallelizable tasks, perhaps achieving execution speed near real time.

5.4 Panoramic Camera

Panoramic Camera Overview

In order to provide rover operators a perspective from MoRETA’s point of view, a Panoramic Camera system has been developed to provide more immersive visuals from the rover. The Panoramic Camera (PanCam) is a system of cameras set up to provide 360º of coverage with stereovision to a remote user. From an operations standpoint, this system gives a view from MoRETA for planning purposes and an idea of the terrain that needs to be navigated. From a science perspective, the cameras can discover sites worthy of more in-depth study. The landscape can also be studied with the system. From a public relations standpoint, this system has the potential to provide pictures that pique the interest of the public in science. 

Panoramic Camera Requirements
The requirements for the PanCam are a result of the original customer requirements document. Specifically, the camera must be able to capture an image of a surface feature located on a 2m high 2m wide cliff. The functional customer requirements document defines more abilities of the camera. According to the functional camera requirements, the camera should be able to take video and still images in color. The PanCam system must also capture 360 degrees of footage around MoRETA to assist a remote operator in navigation. The cameras must have a vertical field of view that would be able to provide images of surroundings while climbing a cliff (which is roughly 30 degrees).
To interact with the rest of the rover, the PanCam system requires structure support in the form of a mast so that it can be placed above the rover. The only other interaction with the rover is a power feed to power the system.

Panoramic Camera System Hardware Design Description

Much of the hardware design was an iterative process between the team at MIT and Axis Engineering Technologies. Our job was to layout specifications for the cameras and the design of the structure and Axis would model it and handle the manufacturing. The PanCam system is to sit atop the rover and remain horizontal with the ground on a mast based on the chassis of MoRETA. The PanCam is composed of 12 Camera-1000’s developed by Axis. To achieve stereovision, 6 of these cameras yield images that a left-eye would see and the other 6 provide images that a right-eye would see. The camera configuration can be seen in Figure 49.
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Figure 49: Left/Right Camera Orientation

Before mounting, each camera has a 65 and 73 degrees horizontal and vertical field of view. When implemented, the cameras will contribute a 60 and 70 degree horizontal and vertical field of view or roughly 1000 x 1200 pixels each. All adjacent cameras in a set will have images that over lap to create the whole panorama. To mount onto the general structure of the PanCam each camera is placed on an adjustment plate that interacts with another camera to form the left and right pairs (seen in figure 50). These camera pairs are enclosed within a shell to provide protection from the environment.
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Figure 50: Isometric View of the PanCam
The main structural support of the camera is a hexagonal aluminum frame with extra supports to make space for the electronics (seen in figure 51). The camera pairs attach to the main body at the corners of the hexagon. From center to longest point, the radius of the body is 43.18 cm (measurement can be seen in figure 53).
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Figure 51: Assembly View of the PanCam

The bottom of the support is connected to a mount that mimics that of a tripod. Essentially, there is a 3/8 inch threaded hole at the bottom. This universal mount allows the PanCam to be mounted on a separate tripod for testing purposes. To enclose the electronics a transparent plastic shell encases the electronics to create a polyhedron shape. From bottom to top of the shell (seen in figure 52), the height of the case is 15.57 cm. 
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Figure 52: Lateral View of the PanCam

The electronics consist of a stack of a single board computer (SBC) and several boards that have a Field Programmable Grid Array (FPGA) and an Analog Devices Blackfin537 digital signal processor (DSP).
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Figure 53: Planform View of the PanCam

The SBC is a Puma PC/104-plus which measures 89x96x40mm (figure 54). This board will handle all the flow between the cameras and the users. It connects to the power supply and the wireless card. There are 4 FPGA/DSP boards stacked on top of each other which connect to the SBC (figure 55). The stack measures 89x66x70 mm. Each one corresponds to each camera pair and so there will be parallel processing on each of these boards.
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Figure 54: Puma PC/104 Single Board Computer

The boards are mounted sideways in the casing to minimize the volume of the PanCam. A 15.19 cm antenna is attached to the wireless board and protrudes from the top of the shell. The wireless board uses 802.11a specification. This would provide 25 Mbps of bandwidth and it wouldn’t interfere with MoRETA’s 802.11b wireless connection.
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Figure 55: Blown up View of the Axis Electronics Stack
Panoramic Camera System Software Design
The software to be placed on the boards was developed in Matlab by the team at MIT, and then it was sent to Axis to be translated to VHDL for the Axis proprietary boards (DSP/FPGA stacks). The PanCam system design is an integrated system, which means only a structural support and a power feed are necessary. There is no communication or connection between the rover and the camera. This means the software need not take into account any parameters from the rover.
To create a panorama from the 6 cameras, for all the frames of operation, one must start by finding the transformation parameters between the pictures. To do this requires finding matching features and applying an algorithm to find a transformation between the two. As a second step, the final image needs to be made by transforming the individual images onto a common axis on a single template. After that, the images are split up again and blended along their left and right edges to eliminate differences in contrast and any other small differences along the junction between the two images. After this happens, there is one large blended image that can be outputted as needed. 

In order to find the transformation parameters, one must start by finding common features between two images. Initially, the SIFT algorithm was used to automatically detect features for us. Upon seeing what vision/mapping had accomplished with the SIFT, it was evident that the overlapping sections of the camera images didn’t have enough resolution to use the SIFT. They had troubles at 640 x 480 and the PanCam needed features found in a roughly 100 x 1000 pixel area. So in order to find the features, users will have to find them remotely during an initial calibration phase. After calibrating, it was assumed that the orientation of the cameras won’t change for long periods of time. Because of this, the features won’t have to be calculated continuously. Once calibrated, there exists a set of matching points for adjacent pictures. To find features with respect to each other the following equation was used:
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Where x’ and y’ are the new coordinates of x and y after applying the transformation matrix. A1-A4 are used to scale and rotate while tx and ty translate the coordinates.
All the coordinates are known and so the transformation parameters need to be found. Using matrix operations, the transformation parameters were found. However, merely going from left to right along the cameras will give an unacceptable result. In figure 56, the top row of pictures shows what happens when pictures are placed next to each other. Typically, because of error and the different plane that the image is taken, the images tend to wrap around and curve. This would create problems in closing the panorama and creating a seamless transition. To solve this problem, the images are constrained on both the left and right ends. This makes sure all the images will be transformed into one frame. All the parameters cannot be found by straight iteration of equation 1 because in order to constrain the edges, the features may not match up exactly where they need to be. So an exhaustive minimum error function was used to determine what the parameters between each picture are. The error, ε, will be represented by the following equation:
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In this equation, i is from 1 to the number of features common to each pair of pictures, xi is the entered xi of the feature. xi’ is the calculated x of the feature given a certain set of transformation parameters applied to the corresponding feature in the overlapping picture. The minimum error function searches through all parameters and finds the set of parameters which give the least error.
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Figure 56: Unconstrained Transformation vs. Constrained Transformation 
One more parameter needed for transformation is a focus parameter. Since we are trying to put everything in a viewer’s perspective we must try and project the 2-d pictures we take onto a 3-d spherical projection. If a typical flat projection is used, the edges of each picture cannot be connected as one picture contorts to fit the other. To compensate for this effect the images will be projected onto a sphere (figure 57). By projecting the images onto a sphere there is a common distance from the camera so nothing “looks” too far compared to another picture. This parameter is found in the minimum error function as well. This parameter is used to project the images onto a sphere before getting data from it.
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Figure 57: Comparison between a Flat Plane and a Unit Sphere Projection

Once all the parameters are found, equation 1 is used to place the data from the individual pictures to one large 6000 x 1200 pixel panorama. After the large panorama is found, the panorama is split again into 6 and the blending along the edge is applied. The blending is a pyramid blending technique developed by Synthia Tonn ’06 and Eric Prechtl of Axis. After this is applied the picture is ready for output.
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Figure 58: Information Flow through Hardware

Figure 58, shows the path of the information. It is seen that there are 2 sets of DSP/FPGA stacks for each system. One is on the rover and the other is at a receiver and assists in outputting. The output is being handled by Axis.

Panoramic Camera System Output Implementation
Since some of the PanCam’s value comes in its non-conventional presentation, it is important to design the method of output. Originally, a heads-up display (HUD) was the desired method of output. HUDs do not provide enough resolution and refresh rate to warrant usage when we want high clarity. So the chosen option is dual projector setup with shutter glasses. One of the projectors is placed on top of the other. One projector will serve as a “left-eye” and the other a “right-eye”. The key to the set-up overall are the eDimensional 3d glasses (figure 59).
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Figure 59: EDimensional 3D Shutter Glasses

One pair’s right lens will be mounted over the bottom projector and the other projector will have another pair of glasses with the left lens on the one below it. The shutters mounted on the projector as well as the glasses worn by the user are controlled by an infrared LED (figure 60) that comes with the glasses. The LEDs are forced to pulse at 50 Hz by using a signal generator to produce a square wave at 5v 50 Hz while applying a voltage of 6 V (figure 61).
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Figure 60: Infrared LED emitter with a close up of the IR emitter
The projectors are then connected to the output of the DSP/FPGA stack. Axis has made it so a left and a right VGA output exist for both projectors.
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Figure 61: Three-pin DIN of the IR emitter

Panoramic Camera Budgets
The PanCam weighs an estimated 3.98 kg. It also uses a 12V at 2A or 24 W of power. Since the PanCam received funding from outside the project, its only cost to the projected budget was for the projectors, which ended up totaling roughly $1,116.

Tests

The spherical projection described above has not been implemented for typical image stitching methods. As such, introducing this projection to the transformation had to be proven. To do this test, the same basic procedure outlined above was applied. The normal transformation is done and the parameters were found; however before the data was pulled, the image and its points were transformed to follow the curved image. The transformation was also applied without curved images to compare.
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Figure 62: Joined Pictures without Applying Spherical Transformation
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Figure 63: Partial Panorama with Spherical

It can be seen in figure 62 that the corners of the left and the right picture don’t align with the middle picture. This result wouldn’t be satisfactory in making a panorama. In figure 63 after the spherical projection is applied, the corners turn enough so that all the edges align after combing several images. The spherical projection helped in this example but if the whole panorama is examined more proof of its effectiveness arises.
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Figure 64: Full Panorama with Spherical Projection Applied

The full panorama with a spherical projection almost fully matches the Autostitch programs product. The transformation for the whole panorama works now that there is a change in projection. Before the change in projection methods, the transformation wouldn’t even work for 3 pictures so the spherical projection is a method that must be used to achieve a seamless panorama.

[image: image77.jpg]



Figure 65: Previous Panorama Developed with Autostitch for Design Document in S06

Comparison with Requirements and Design Predictions
The PanCam meets all the necessary requirements. With a resolution of 1000 x 1200 per camera surface features can probably be detected. Additionally, colored video cameras in a 360 degree array are used. 3 requirements are satisfied with this configuration. Also, the camera has a vertical field of view of 70 degrees. If the slope is 30 degrees, there should still be 5 degrees above the slope for observation. 
The overall concept of the PanCam remained the same but some of the planned implementations were changed. The hardware design remained unchanged from the prediction. It has a hexagonal frame, 12 cameras and uses the Axis electronics stack. The only slight change is that the cameras have a field of view of 70 instead of 50 degrees. The software implementation is quite a bit different from the prediction on the other hand. There is no longer automation in finding parameters as predicted. The transformation used is just a transformation of coordinates as opposed to strictly following the Autostitch method.

Suggestions for Improvement
The first glaring improvement that can be made is that some feature recognition technique could be implemented to make the camera automated. Instead of spending a few minutes to calibrate the PanCam, it would be more useful if it could do it itself as planned in the preliminary design document. Another improvement that could be made is run-time. The camera isn’t going to run at 30 frames per second (NTSC quality) and so if the code were optimized more or if the hardware got faster, there would provide more value. Lastly, there is no integration at all with the rest of the rover. This lack of integration means two systems are needed to use the PanCam along with the Rover. To remedy this, whenever a user interface is made for the rover, the PanCam video should be incorporated into it.

5.5 System Management

5.5.0 Overview

From the onset of the project, a systems team was created to help ensure that students filled key leadership and management roles throughout the life of the project.  During the spring of 2006, the systems team consisted of one representative from each of the four subteams (autonomy, avionics, mechanical and operations).  The members of this initial systems teams changed three times throughout the term following the three major milestones: the Systems Requirements Review (SRR), the Conceptual Design Review (CoDR) and the Preliminary Design Review (PDR).  In the fall of 2006, the systems team was reformed with two members from each of the remaining three subteams (autonomy, avionics and mechanical).  This six-member systems team remained intact for the duration of the entire semester, with one of the six members serving as the program manager who served as the chair of the systems team.  In the spring of 2007, the focus of the project was centered on the technical aspects of the integrated rover, thus the need for a systems team diminished.  However, during the same term, several students helped the systems team organize necessary milestones such as formal reviews and the design document.

Throughout the duration of the project, the systems team had recurrent roles to help guarantee the success of the rover.  The primary role of the systems team was to help facilitate and maintain inter-team communications.  One systems team member was in charge of maintaining the MoRETA Wiki, which was used as the main discussion forum and information hub for the project.
  Two screenshots of the Wiki can be seen below in Figure 66. 
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Figure 66: Screenshots of the MoRETA Wiki.

Another member of the systems team helped create the interface control documents (ICD) for all of the systems within the MoRETA Rover.  Inter-team communications were also improved by way of the weekly systems team meetings. These occasions served as an opportunity for the different subteams to come together and make sure all were on the same page, and to help answer questions critical for the continued progress of the project.  The systems team also facilitated inter-team communication by making announcements and handling any concerns regarding MoRETA with the entire project team at the beginning of the class period.

The systems team was also responsible for creating, adjusting and maintaining various budgets during the project.  The three main budgets maintained by the systems team were (1) the mass budget, (2) the power budget and (3) the financial budget.  The mass budget allocated mass restrictions to subteams to ensure that the overall mass of the rover remained below the mass threshold.  The power budget allocated power restrictions to subteams to ensure that the rover had sufficient power for all of its components to complete the mission.  The financial budget allocated funding between the various subteams and restricted spending between the teams to ensure that the project would remain within budget for the entire three-term duration.  Each of the three budgets were maintained by a different systems team member, and all changes to the budgets had to be run past the systems team member in charge of the budget to ensure that the changes to the budget would not negatively affect other subteams or aspects of the rover.

The systems team also maintained the project schedule.  At the beginning of each term, the systems team would create the project schedule for the term with all milestones revolving around the major design reviews, which was then maintained throughout the term by one of the systems team members.  The major design reviews of the project were the Systems Requirement Review (SRR), the Conceptual Design Review (CoDR), the Preliminary Design Review (PDR), the Critical Design Review (CDR), the Bench Review (BR) and the Acceptance Review (AR).  To ensure the success of the formal design reviews, one systems team member organized all of the design reviews by delegating roles to students and helping organize the initial outline of the review.

5.5.1 Cost Budget 

One of the main responsibilities of the Systems Team was to maintain an expense report and develop an overall cost budget for the MoRETA project.  In order to accommodate for the variance of students on the systems team, the cost budget was reorganized at the start of each semester and money was reallocated based upon the amount of work completed during the Summer and IAP terms.  Throughout each semester, the expense report was monitored so that, when necessary, additional reallocations could be made and the overall budget was updated.  An example of this process can be seen in Figure 67, which illustrates fluctuations in the total estimated cost for the fall of 2006.  These fluctuations occurred for a variety of reasons, including but not limited to the discovery of a failure in a particular part and the necessity of redesigns in both Mechanical and Avionics subteams.
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Figure 67: Estimated Cost vs. Expenses for Fall 2006


The total expenses for the project were not only tracked by the students on the systems team, but also by a member of MoRETA staff, who provided consistency in the expense monitoring over the three terms.  This information provided by this staff member was crucial to understanding the project spending, particularly in the first semester.  Also, all purchases were required to be approved by either the staff member or the student.  This allowed for a “checks and balances” system to be created between the staff member and the student in order to properly track expenses.  


Figure 68 shows the overall project expenses by month, starting with the project’s first semester.  This figure illustrates one of the major issues in terms of budget allocation.  
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Figure 68: Total Expenses per Month


Looking closely at the spending model, it is easy to observe the two steep increases in the Total Spent curve during the months of November and January.  These peaks in spending were due to the imminent approach of major project deadlines (see section 5.5.2 Schedule for a more detailed analysis of the project deadlines), as well as to the work completed during the off-terms (Summer and IAP).  During the off-terms, students carried out large amounts of testing, which required the purchasing of many replacement parts.   Money for these replacement parts was never predicted nor allocated in the original budgets.  Thus, as a suggestion for the future, an emergency fund or simply more money for each subsystem should be allocated to accommodate for these periods of high spending.  

5.5.2 Schedule

A member of the systems team maintained the project calendar for the MoRETA throughout the three terms.  The six major design reviews served as the driving force for the project milestones.  The six major design reviews and their dates were:

· Systems Requirement Review (SRR) – March 3, 2006

· Conceptual Design Review (CoDR) – April 7, 2006

· Preliminary Design Review (PDR) – May 17, 2006

· Critical Design Review (CDR) – October 31, 2006

· Bench Review (BR) – December 12, 2006

· Acceptance Review (AR) – March 22, 2007

The individual subteams, with the guidance of the systems team and the mentors, set their milestones.  Each formal design review had an overarching goal that was to be achieved by that design review.  Based on these objectives , milestones typically consisted of incremental improvements towards the design review goal.  The target of the SRR was to have all the requirements finalized and documented. This led to multiple milestones that revolved around what each subteam would do in order to ensure that all of the requirements were achieved at the end of the three-semester project.  The goal of the CoDR was to present a conceptual design of the rover. This led to many milestones revolving around early designs and many possibilities for a final design of the rover.  The objective of the PDR was to present the preliminary design of the rover based upon a downselect of the conceptual designs of the CoDR.  Milestones leading up to the PDR involved producing and testing prototypes to support design decisions.  The object of the CDR was to have the design finalized and prototypes produced. This led to milestones focused on producing physical hardware and software and then running tests on them, in order to prove that the CDR rover design was the best design for the rover.  The goal of the BR was to have the physical hardware of the rover produced and the rover assembled and ready for full system integration and testing; this lead to similar milestones revolving around manufacturing, testing, redesigning and manufacturing second and third generations of various hardware and software components.  Lastly, the main object of the AR was to have the rover completely finished and all requirements fulfilled,; this in turn led to the final milestones revolving around finishing up all testing and debugging of the system as a whole.  A detailed schedule of many of the major milestones is included in the Appendix D.
Once or twice a week, the systems team member in charge of the project calendar would get updates from the subteams and see how well each was performing compared to the upcoming milestones.  After a strong start, the project slowly started to slip and then it slowly fell behind.  To help adjusting for the missed milestones, the project was descoped several times and thus made more manageable by allowing for more realistic milestones.  Even after the descoped project, several unforeseen mechanical and autonomy problems prevented the project from coming to complete satisfaction of the requirements by the end of the third term. 

The project schedule was represented in several forms throughout the term.  For the first two terms of the project, all milestones and progress were tracked on a Gantt chart created using program management software.  For the final term of the project, the milestones were simply presented on a schedule created with a word processor.  The reason for the change was that during the first two terms, the measurement of the progress of a milestone was seen as quite arbitrary so no real value was added with the use of the Gantt chart.  A sample Gantt chart from the spring 2006 term is shown below in Figure 69. 
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Figure 69: Gantt Chart from the Spring 2006 Term

One of the major issues, which recurred while creating the project calendar for MoRETA, was the students’ excessive optimism in determining goals for the milestones.  A strong contributing factor to this occurrence was the students’ lack of experience in projects which require machining.  To try and alleviate similar setbacks and missed milestones in future project based courses, the students creating the project calendar should receive more guidance from the mentors, who have more experience with capstone projects and have a much stronger sense of how long various parts of the project will (or should) take.

5.5.3 Power

Power Budget Requirements 

The purpose of the power budget is to estimate and allocate the amount of power each module will require in order to operate.  To obtain an accurate estimate each module was broken down into its individual components and evaluated for how much expected power it would use, as shown in Table 12.  All modules except the leg module have a nearly constant power demand throughout the rover’s operation.  Therefore, the remaining power was allocated to the leg module. 

	Module
	Quantity
	Voltage
	Current (avg)
	Power (W)

	CPU
	1
	12
	10
	120

	IMU
	1
	5
	2
	10

	PanCam
	1
	5
	3
	15

	Leg/Wheelx4
	4
	22.2
	65
	5772

	TOTAL
	
	
	80
	5917


Table 12: Breakdown of power demand for each module
Power Budget Evolution

The major driving requirement for the power budget is to minimize weight while providing just enough power for full operation of the rover.  The initial requirement for the power budget was to operate the rover for two hours.  But as the rover design evolved, the power demand increased exponentially due to the increased mass and the more powerful leg motors.  The architecture of the power system was suggested early in the design and has for the most part been maintained.  The type of batteries (lithium polymer) was also set early in the design, chosen mainly for its high-energy density
.  The original power proposal suggested using eight batteries and it included more safety features, but throughout the design and implementation phase the extra safety features were left out due to the increased complexity and time constraint.   The final design utilizes ten lithium polymer batteries, which provide a 22.2 Volt bus line for an estimated operation time of 30 minutes.  The operation time depends mainly on the electric current demand of the rover: the greater the demand for current, the shorter the operation time of the rover, the smaller the demand, the longer the operation time.

The original rover design had an expected average power demand of about 170 Watts11.   With the final power design, the power budget has been increased to 5917 Watts.  Again, this depends on the actual current demands of the leg motors during operation.   An expected duty cycle for the operation of the rover is shown in Figure 70. 
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Figure 70: Expected Power Demand During Rover Operations

Based on these estimates, the average operational current for MoRETA is 70 Amps.  The plot in Figure 71 shows how the operation time is affected by how much current is being drawn from the batteries.  The pink line indicates where the 30 min operation envelope lies.  Given the capacity of the batteries with this average current draw, it can be seen in Figure 71 that this results in an operation time of about 32 minutes. 
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Figure 71: Operation Time Versus Current Demand
Suggestions for Improvement

The power budget relies on accurate information from all systems through autonomy to the mechanical hardware.  One of the biggest challenges for maintaining the power budget is obtaining actual data from the leg performance and determining its accuracy.  Unfortunately, this data will generally not be available until the system is fully designed and tested, therefore much of the understanding and design depend on simulations.  Models of the rover locomotion were very helpful in creating the power budget, but due to limited knowledge of the actual system performance, it was difficult to obtain the necessary accuracy for the power budget.  For future power budget designs it is recommended to have a locomotion model that can accurately simulate the model and also quantify how much uncertainty exists. 

5.5.4 Mass

The high level mass requirement of MoRETA is that it have a mass somewhere between that of Sojourner (10.6kg) and that of MER (185kg).  This requirement was based upon the initial assumption that the rover should fit inside the MER aeroshell for Entry Descent and Landing to Mars.  While it was never expected that MoRETA would be sent to Mars, this provided a good goal, as the objective of the MoRETA project was a low cost “proof of concept” demonstrator, and designing the basic architecture to utilize existing infrastructure would help forward the low cost goal.  As with most projects such as this, the overall mass has increased over time.  During the conceptual and preliminary design phases leading up to the Preliminary Design Review, the team studied quite a number of concepts for rover architectures, and finally decided on the one which was determined would offer the best possibility of minimum rover mass.  At PDR, the mass budget was as shown on Table 13: 

	Mechanical
	Avionics
	Cameras

	Legs
	10.02 kg
	Processing Module
	4.04 kg
	Hazard Cameras
	0.76 kg

	Wheels
	0.60 kg
	
	
	
	

	Sample Acq. Arm
	4.15 kg
	Communications
	0.32 kg
	
	

	Mechanical Structure
	10.00 kg 
	Power
	5.45 kg
	Panoramic Cameras
	8.00 kg 

	Tethered Camera Arm
	4.05 kg
	Sensors
	4.91 kg
	
	

	Total Mass
	52.30 kg


Table 13: Mass Budget as of PDR

Over summer 2006, a major leg redesign was completed, resulting in a leg which was more efficient, but also twice as long as the first prototype, thus increasing its mass and net power draw.  In addition, a major de-scope of the rover requirements was completed, eliminating sample acquisition from the project completely.  Yet, prototyping the new leg, it became clear that, even eliminating sample acquisition from the mass budget, the overall rover mass would be greater than hoped.  Table 14 shows the mass at CDR:

	Mechanical
	Avionics

	Wheels/ Hips
	20.00 kg
	Power
	Mobility
	IMU
	CPU

	
	
	Batteries
	5.00 kg
	RobostixTM
	.09 kg
	RobostixTM
	.024 kg
	CPU
	1.34 kg

	Legs
	20.00 kg
	
	
	PCBs
	.61 kg
	
	
	
	

	Chassis
	7.00 kg
	Wiring
	1.00 kg
	Sensors
	1.74 kg
	PCB
	.12 kg
	
	

	Total Mass
	56.9 kg


Table 14: Mass Budget as of CDR

This was compiled before a wheel and hip module had been assembled, however, and these items in particular proved very heavy.  Lightweighting efforts were made on the leg and hip, which brought down the mass of the rover by about 2.8kg, but the wheels and suspension system ended up also being much heavier than expected.  Post-Acceptance Review, the full rover mass breakdown is as follows:

	Mechanical
	Avionics

	Mobility
	Chassis
	Power
	Computing/Actuation

	Upper Leg Sections
	8.14 kg
	Chassis
	6.00 kg
	Batteries
	5.00 kg
	CPU
	1.34 kg

	Lower Leg Sections
	2.81 kg
	
	
	
	
	Stereocam
	0.50 kg

	Leg/Hip Interfaces
	9.56 kg
	
	
	
	
	PCBs, RobostixTM
	2.11 kg

	Feet
	1.20 kg
	
	
	Wiring
	0.75 kg
	
	

	Hips
	15.08 kg
	
	
	
	
	
	

	Driven Wheels
	13.43 kg
	
	
	
	
	Sensors
	1.74 kg

	Undriven Wheels
	5.79 kg
	
	
	
	
	Wiring
	1.4 kg

	Total Mass
	74.85 kg


Table 15: Mass Budget as of Post Acceptance Review

While this mass does, in fact, meet the original requirement of being between those of Sojourner and MER, it becomes clear that MoRETA is somewhat overweight in comparison to what it could be.  In particular, the fact that the mobility system accounts for a full three-fourths of the overall mass indicates that it is drastically overbuilt, given that most of the mass it has to propel is its own.  Based upon the overall leg/hip/wheel architecture, it is possible that the mass of the mobility system could be reduced by as much as 50%, but this would require a complete redesign.  Most of this mass decrease would come simply from making the structure of the mobility system much more compact and efficient at carrying the loads to the chassis.  In the near term, a focus on usage of materials other than ¼” Aluminum plate could help to reduce the weight of the mobility system some, though, with the existing architecture, the savings from altering material selections would most likely be limited to ~5%.
5.5.5 General Results and Suggestions for Improvement

Over the course of the project, the MoRETA Systems Team took on a variety of roles, in addition to experiencing a number of personnel changes.  These personnel changes mainly took place during the first four months of the project.  Throughout the project, the team served to facilitate subsystem integration and high-level design work, chiefly with those tasks requiring work dealing with more than one of the four main sub-teams (mechanical, avionics, etc…).  While the presence of the systems team was certainly vital to the success of the project, its overall effectiveness could have been enhanced had there not been so many changes in personnel during the early stages of the project.  By keeping at least some members the same (especially during the initial formative phase of the project), those people would have a much better top-down view of the entire project.  This, in turn, would facilitate smoother integration of subsystems later in the project.  Based upon what was seen over the course of the project, a more efficient and effective way to organize the systems team could be the following; At the start of the project, select two or three members of the project (who are expecting to participate in all three terms of the class) as permanent systems team members.  Then, select the remaining members of the systems team from the rest of the class participants, choosing one group at the beginning of the first term, the second group at the middle of the first term, the third group at the middle of the second semester, and the fourth and final group at the middle of the third semester.  Organizing the team in this fashion would not only ensure a cohesive understanding of the overall project (by some members of the systems team) throughout the class, while also making sure that more than just a few members of the class gain valuable experience with project management.

6.0 Subsystem Integration & Testing

6.1 Mechanical Integration

This section is concerned with the physical integration of mechanical sub-system modules: legs, hips, wheels and chassis.  At a high level, this integration involves the physical connections between mechanical sub-system modules, as outlined in figure 72: the chassis module locates each hip module, which itself locates both the wheel and leg modules. Later described is the management of this integration, testing performed on the integrated structure, and resulting redesign efforts.
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Figure 72:  Integration between mechanical sub-system modules

Integration Management

Integration of mechanical sub-system modules was for the most part achieved through informal conversations and agreements between team members. Putting the final task simply, the modules were bolted together with mechanical fastenings to form the finished rover body. 

However, integration began at the design stage, when an overall geometric description of the interface was agreed between team members, considering overall mobility and structural requirements. The use of SolidWorks CAD facilitated this process greatly, enabling real-time changes to parameters and an overall visualization of the final design. As the team began machining, the exact details of the interface were often finalized between members in ad-hoc fashion. Few problems were encountered with connecting modules together. 

Integration Testing and Redesign

In general, integration was successful: the modules fitted together with little difficulty and there were no issues with geometric incompatibility (such as other modules limiting the range of movement). However, there was a need to investigate the integrated structure’s ability to withstand structural loading from self-weight and avionics components:

Hip-Chassis Interface

Early testing highlighted a problem with hip to chassis interface. When under load, plastic bending occurred in the triangular plate on the chassis to which the hip was mounted. This problem was so conspicuous that this interface was fully redesigned; the hips mounted below the chassis, and also physically connected to the opposite hip. Figure 73 shows the revised design of the hip-chassis interface. 
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Figure 73: Title: Hip-Chassis Interface

Torsional Leg Loading

Another concern that became evident following system integration, was the compliance of the upper and lower leg sections under torsional loads. These occur either on a non-flat surface, or, more relevantly when under non-ideal leg configuration, caused by slipping of the feet and/or twisting of joints. Modeling in solid works had only considered ‘ideal’ axial/bending loads, and strengthening was required: a plate was added to the lower section and a central bar added to the upper section.

Twist of Hip Pitch Joint

The remainder of the testing centered on concerns about the amount of rotation of the hip pitch joint under loading. Figure 74 presents the results of investigations into this: showing the joint twist under loading and unloading one leg in controlled conditions and single data-point tests from self-loading on the fully integrated structure. 

[image: image87.emf]
Figure 74: Hip Joint Twist Testing Results

Although the problem of joint twist has not yet been resolved, Figure 74 gives us some more insight into the nature of the problem. At least some of the twist is due to elastic deformation, since it is recovered when unloaded, but about 5 degrees seems to be caused by some non-elastic, non-plastic effect such as that caused by imperfect bolt-hole patterns, which can be recovered upon ‘shaking’. Also, the individual data points show a greater amount of twist for the same loading. This could be caused either by another 3-D effect, or by a twist in the hip-chassis interface (which was held fixed in the controlled loading-unloading test). 

Foot

Another integration issue has been dislocation of the foot from the leg, occurring when the lower section of the leg is at a critical angle from the horizontal. This seems to be caused by a limited range of motion in the ball and socket joint between the leg and foot. 

Hip Pitch Joint Shaft Connectors

A final integration problem that arose was the failure of the aluminum connectors between the gearbox and the shaft going into the hip pitch joint. Torque transfer was being achieved by a set screw and a flat (surface) milled into the joint shaft. The (harder) set screw that carries this torque (in shear) between joint and connector was digging into and causing plastic deformation of the connector and joint shaft.  The problem was noticed when the connector finally failed under this mode of loading.  A quick solution has been to remake the connector out of steel, and to use a larger diameter set screw, to spread the load over a wider area.

6.2 Closed-Loop between Avionics & Autonomy

6.2.0 Mobility Module 

A closed loop exchange between the MoRETA Autonomy Stack (MASt) and the low level avionics modules require two primary features (Figure 75).
- Feedback from each of the avionics module - including joint angles, joint velocities, and center of mass orientation- provides the MASt with a sense of the rover’s state;

- Commands -in the form of set points and gains - are provided to each of the closed loop joint controllers on the avionics modules.  Additional commands and telemetry are exchanged for user feedback and control.  A complete specification of the commands and telemetry can be found Appendix C.
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Figure 75: Concept of Operations

In order to provide a digital communications interface between the low level avionics modules and the MASt, a serial communication protocol was developed.  Each telemetry and command frame type is assigned a unique ID which is used to parse its contents.  Most information is encapsulated and transmitted via one- or two-byte integers and scaled appropriately by the receiving module.  Further details of this protocol can be found in Appendix C. Implementation details of the software can be found in the MASt documentation under MAStSerialInterface.
Testing

The integration has followed the following path:

Test #1: Closed loop control of a single joint

This test was run in order to verify the integration of the avionics sensors, avionics hardware, and RobostixTM software. This experiment was carried out using a prototype leg and the avionics hardware on a bread-board (protoboard). For the duration of the test the joint was actuated through a series of pre-programmed set points.

Test #2: Closed loop control of multiple joints

This test was done in order to demonstrate the ability of the RobostixTM to read multiple encoders, while proving RobostixTM’s capability of controlling multiple joints. This experiment was carried out by commanding a leg through multi–joint angle set points using a bread board containing the prototyped avionics hardware.

Test #3: Control of multiple joints using the Autonomy interface

This test demonstrated how the avionics system was correctly able to accept commands in accordance with the Avionics-Autonomy ICD Appendix C. This experiment also showed that the leg and wheel module avionics were ready for integration with Autonomy. The test used the prototype leg, a bread board of the avionics hardware and a separate computer to generate angle set point commands and receive telemetry. 

Test #4: Control of a single leg using the MoRETA Autonomy Stack (MASt)

In this test the MoRETA computer sent angle set point commands to a leg module which then actuated the leg to the correct position. The MoRETA computer also received telemetry feedback which allowed it to see the position of the leg in real time.  This test proved that the MASt could successfully integrate with the avionics. 

Test #5: Control of multiple legs using the MASt

The MoRETA computer sent angle set point commands to multiple legs actuating them independently. This test verified that the MASt interface could control multiple legs at the same time and receive the telemetry from them.

Test #6: Calibration from MASt

In this test the MASt commanded the leg modules to go through the calibration routine and to change to the Locomotion coordinate system. This was the last test necessary to prepare for unloaded locomotion integration. 

Test #7: Testing of a single leg under load

In this experiment a power was applied to a single leg. The embedded software on the legs then attempted to hold the position it started in as more and more  of the rover weight was put onto to the leg. The rover was being lowered gradually, thus steadily increasing the weight on the legs (including the one that was powered). This test was meant to demonstrate the ability of the avionics to provide enough current to  the motors so that they would actuate the joint under load. This test ended when the hip pitch joint had a steady state error which resulted in steady state current which eventually caused two of the hip pitch MOSFETs to overheat and explode. 

A hypothesis of why the failure occurred was due to the inability of the power supply in use at the time to supply more than 12 Amps of current. Future testing used a larger power supply capable of producing 40 Amps.

Test #8: Testing of multiple legs under load

In this test first test #7 was repeated to demonstrate that the larger power supply was able to provide the current necessary to actuate the leg, and that the avionics could successfully handle this higher current. After this successful test a second leg was turned on, the one diagonal from the first one. The rover was then lowered back onto the ground. It was able to hold its position and change angles on one of the legs. In this new angle position the leg diagonal to the original leg failed, with the hip pitch joint MOSFETs overheating. At the time of overheating, the current sensor on the hip pitch joint measured a sustained current of 40 Amps. 

It was decided that future testing shall limit the geometries the leg can be loaded under to decrease the amount of torque necessary to actuate a joint. At the time of failure the thigh on the leg that failed was horizontal to the ground, in its highest torque position.

Test #9: Running Locomotion code

In this test all four legs are first calibrated then set to the start point for the Qualitative Control Plan (QCP) that is being run. The Locomotion code is then started and run. In testing the locomotion code has successfully stepped with one leg but then fails to realize it has achieved its goal and move on to the next step. 

Future Improvements

The current communications interface uses a dedicated serial port on the Autonomy computer for each of the 5 avionics modules.  For future improvements of the MoRETA design, a wireless communication infrastructure could be implemented with minimal modifications to the existing serial protocol.  Adding a unique id for the telemetry and commands exchanged with each module, and wrapping all messages in a wireless packet would allow a quick transition to wireless.

6.2.1 Rover Orientation

Communication between the subsystem Autonomy Locomotion
, and the Avionics Central Module (ACM), is handled through the exchange of standardized serial packets. The actual formatting protocol of the serial packets is detailed in the Avionics-Autonomy ICD, Appendix C.

Autonomy sends packets containing a single command byte with a value between 0 and 4, to the ACM. Each of these values specifies a different command to be applied by the RobostixTM microcontroller to the ACM PCB. See Table 7 in the Avionics Orientation Subsystem (5.2.3) section for the command byte values  and their corresponding commands. The ACM parses the packet and applies the command requested by Autonomy.

The ACM sends telemetry packets to autonomy Locomotion. These packets contain data received from the orientation sensors and voltage and current readings from the PCB. The orientation sensor data includes inclination angles about the x and y-axes and the yaw rate about the z-axis.
6.3 Autonomy Stack Integration

As described in the Autonomy overview section, the Foot Placement Planning and Locomotion code modules are generated from their MATLAB prototypes.  Each module provides an interface header and a C++ shared library containing an initialization function and any user functions defined for the module.  After initializing the modules along with the rest of the MASt, a special C++ class provided with the MATLAB Component Runtime called ‘mwArray’ is used to pass MATLAB data to and from the modules.  For more implementation details, see the MASt software documentation under MASt.cpp.

Exchange of data with MATLAB modules has been demonstrated in framework development testing as well as in closed loop Autonomy-Avionics testing.  In these tests, the Locomotion module has received telemetry from the MASt’s avionics interface, and provided set point commands.

Interface between Local Mapping and Foot Placement Planning

This interface describes the data exchange between the Local Mapping module and the foot placement module.  The foot placement module requests a map, which is a sub-region of the map that the Local Mapping module is keeping track of.  The Local Mapping module stores a height map of the terrain surrounding the rover.  However the Foot Placement Planning module only requires a map of the area where the next two foot placements could land.  
The z-axis for this submap is anti-parallel to the local gravity vector.  The x-axis is orthogonal to the z-axis and has the same azimuth as a vector pointing from the center of mass to the front of the chassis.  The y-axis is orthogonal to the x- and z-axes.  All axes have units of centimeters.  Coordinate system R in Figure 76 (courtesy of Joshua Levinger) is representative of this coordinate system when the rover is standing level on flat ground.  In this coordinate system, axis 1 represents the x-axis, and points towards the front of the rover, axis 2 represents the y-axis and points out the left side of the rover, and axis 3 completes the right-handed system.
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Figure 76: Coordinate System of MoRETA

Prior to running the Foot Placement Planning module, the MASt framework calls an auxiliary function, which takes in the state of the rover and the user input, and returns the region of the map that the Foot Placement Planning module needs.  This information is returned as the X and Y location of the upper left corner of the map as well as the height and width of the map
.  The MASt framework then requests, from the Local Mapping module, the needed region of the map.  The Local Mapping module returns a 2-D array of values representing the requested map in the above-defined coordinate system.  Each value in the array represents the z-value (in centimeters) of the terrain in the coordinate system.  Each point in the array represents a square that is one centimeter on each side.  The MASt framework then calls the main Foot Placement Planning function and sends the map as one of the parameters to the function.  For more details, see the MASt software documentation under OrthoMap and MAStIpcInterface as well as the Foot Placement Planning – Local Mapping ICD.

Interface between Foot Placement Planning and Locomotion

This interface is still in development, and has not reached a final state.  At a low level, passing data between Foot Placement Planning, the MASt, and Locomotion is relatively simple because both modules have been implemented in MATLAB.  The output from Foot Placement Planning specifies the placement of all four feet in three dimensions and other relevant information, such as the calculated cost of the chosen foot placement and which leg is the stepping leg.
 The MASt framework passes this output to the locomotion module, which converts it into a QCP.  This conversion step requires an in-depth knowledge of the flowtube controller used in Locomotion and is the major obstacle preventing the completion of the interface.

Interface between Locomotion and Avionics
In addition to the communications interface described under Section 6.2 an avionics interface in the MASt is used to translate locomotion set points into Avionics frames sent to each of the low level avionics modules.  Documentation for this interface is included in the MASt software documentation under MAStAvionicsApi.
Future Improvement

Future projects should make the integration process an early priority. The issue that was paramount in preventing the integration from being complete was that the various modules of the autonomy system were constantly at differing stages of development. This ultimately made any attempt at early integration extremely difficult.  Strong incentives to integrate early, such as integrated testing deadlines or major presentations will help pull the project along as a whole. 

To maintain process modularity, the conglomerated MASt process should be divided into small components which communicate via IPC.  This should makes the entire autonomy system more flexible for accepting additional modules like Global Mapping or Plan Execution.

If the Foot Placement Planning and Locomotion modules become more stable, requiring fewer revisions, an effort should be made to fully implement them in C++.  This will greatly increase the MASt’s execution speed and simplify the software.  If prototyping still requires MATLAB for development, the C++ module can be compiled as a MATLAB module using MATLAB’s MEX utilities.

6.4 Full System Integration & Testing

Test Plans

When MoRETA is ready for a full system test, a proper plan must be in place to prove complete system performance.

1. Locomotion code will be run while the rover is unloaded by suspension from the ceiling. Power will be provided by an off-board 220V/30A power.  This will prove the proper execution of the walking code, but will not significantly stress the avionics or mechanical systems.

2. The same test will then be run again with the batteries onboard. This will verify the functionality of the emergency power shutoff, current and orientation sensors, and the batteries.

3. Following this, the rover will be placed on the ground on a flat plane, and the Foot Placement Planning system will be fed a flat map by the Local Mapping software. This is done in order to remove the uncertainty and noise inherent in Local Mapping.

4. Afterwards, while placing the rover on flat terrain, run the same test by putting Local Mapping in the loop. This is done to test the proper creation of a simple map and the tracking of small obstacles.

5. Finally, the rover will be made run the initially proposed course: driving 200m on flat ground, traversing a rock field, climbing a sand hill at the angle of repose, and finally stopping on the edge of a cliff. 

The wheeled driving system can be tested in parallel using a similar process:

1. The rover would be suspended and the wheels would drive without resistance.

2. Then, the rover would be placed on the ground and the wheels would drive under human control. 

3. Finally, the joystick would be used to provide direction and speed commands to the wheels.

The transition from wheels to legs -the standing motion-  needs to be properly defined and tested. The legs need to be placed into a known state for the Locomotion code to begin execution. This state is arbitrary, but must be clearly defined and known ahead of time.

Additionally, the legs must be calibrated on the avionics system boot, moving each joint to its full extent to engage the limit sensor. This can be performed while MoRETA rests on its wheels, rotating them in place while the hip yaw joint swivels.

Suggestions for Improvement

At the time this document was written, the project is stalled on several issues. Many of these must be cleared by the time it is demonstrated at JPL on May 31. First, the locomotion code fails its time constraints, causing the rover to stop moving after a single step. Second, there is inadequate cooling in the avionics control boards, causing overheating and failure when moving under load. Third, the autonomy local mapping software is an order of magnitude slower than expected. Fourth, the leg wiring is not sufficiently shielded to protect the motor control signal from the angle sensor signal. Limit sensors are small and fragile, and can either be physically damaged or short to the grounded case. 

Of these issues, none are “show stoppers”, but all must be addressed to some extent before MoRETA is a complete success.

7.0 Operations

7.1 Start-up procedure

7.1.0 Hardware Initialization
This section outlines a procedure for starting up the rover. Given the state of the project at the time of writing, it focuses on necessary steps for running autonomy control on the rover in a hanging (unloaded position), using external power sources. 

Before you start:

	Instruction
	Picture

	Check PCB- CPU Serial Port connection

· Take care to ensure the ground is connected to ground at both ends of the serial cable. (Ground is the right-most pin, looking at the CPU serial-USB port)
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	Check Motor-PCB connection cables

· Repeat (14) for each motor: Hip Pitch (4), Hip Yaw (4), Knee (4), Wheel (2).

· Take care to ensure that the negative terminal on the PCB is connected to the negative terminal on the motor (both are marked)

· Convention: cable marked with black tape goes to negative terminal 
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	Check PCB-Encoder connections

· Repeat (16) for each encoder: Hip Pitch (4), Hip Yaw (4), Knee (4), Wheel (2)

· Each connection is labeled at PCB

· Convention: Ground connection on PCB is towards furthest towards outside (marked black on edge of board)

· Convention: black/brown marked cable goes to ground terminal
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	Check limit switch connections

· Repeat (4) for each PCB:

· Leg (linear actuator) switches (2):

· Convention: Connection point on PCB marked LS1 goes to switch furthest from hip

· Hip yaw switches (2):

· Convention: Connection point on PCB marked LS1 goes to the limit switch labeled with tape

· Hip pitch switch (1):

· Connection point on PCB is labeled ‘Extra I/O’
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Operating Legs from hanging position (External Power Supply)

	Instruction
	Picture

	Obstruction Safety Check

· Check that there are no obstructions within 1.2m of chassis frame
	

	Turn on on-board CPU

· Check USB connection between CPU and 4-1 Serial USB port

· Connect CPU to network point, using Ethernet cable

· Connect mains power to CPU

· Push CPU reset button
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	Turn on DC power to PCBs

· Check that power leads are connected to marked location on each (4) PCB and to  rear of external 0-50A DC power supply unit.

· Check that emergency stop button is wired in series with DC supply cable

· Plug DC power supply unit into 3-phase power from Gelb workshop. 

· Flip switch on front of DC supply unit to ON position.

· Set voltage level to 20V by turning dial on front of supply unit
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	Operate using remote computer

· Ensure operator has access to emergency stop button

· Start up MAST

· Run Calibration routine

· Send commands
	


Operating Legs from hanging position (On-board Power Supply)

	Instruction
	Picture

	Obstruction Safety Check

· Check that there are no obstructions within 1.2m of chassis frame
	

	Check battery to power module connections

· Each 2-battery set (6 total) is connected to power board. 

· Convention: Ensure each wire from battery set is connected to same wiring port (containing 2 connection points). Back-up battery set (smaller packs) should be connected to marked connection point on power supply board. Otherwise, any battery set can be connected to any wiring port.

· Convention: Black connection points on board should connect to black connection points on battery pack (same for red connection points)
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	Check power module to functional module connections

· Ensure connectors to all (3) functional modules are made (Legs, Pan-Cam & CPU)

· Convention: Black connection points on power module board should connect to black connection points on functional module (same for red connection points)
	

	Turn on power to functional modules

· Check Emergency Panic Button is not depressed.

· Push on master power button mounted near power supply board (hold for 5 seconds, both LEDs on switch and board will light up when power is on)

· Flip switches to ON position for each (3) functional module. (LED lights up if switch is on) 
	

	Turn on on-board CPU

· Check USB connection of CPU to 4-1 Serial USB port

· Connect CPU to network point, using Ethernet cable

· Push CPU reset button
	

	Operate using remote computer

· Ensure operator has access to emergency stop button

· Start up MAST

· Run Calibration routine

· Send commands
	


Operating Legs from ground position

Not currently possible

Operating wheels

Not currently possible.

Shutting down

	Instruction
	Picture

	Shut down CPU

· Shut down from remote terminal
	

	EITHER Turn off power (EXTERNAL)

· Flip switch on front of DC supply unit to OFF position

· Disconnect from 3-phase power
	

	OR Turn off power  (ON-BOARD)

· Push master power supply switch, mounted near power supply board
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7.1.1 Software Initialization

The MoRETA rover software startup routine is as follows:

1) Apply power to the MoRETA Autonomy Computer and Enable power.

2) Connect via SSH (currently moreta.mit.edu) to computer and start the MoRETA GUI interface by going to /usr/local/src/Mers/Testbeds/MoRETA/GUI. From there type “./gui-Debug”. 
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Figure 77: MoRETA GUI Interface

3) Ensure that the kill switch is triggered, such that the circuit is open, then turn on the power supply and ensure that it is set to the correct voltage.

4) Reset the kill switch, such that the circuit is closed and power is applied to ever leg module. At this point the low level control is enabled and each leg is attempting to hold the angle commanded. The angle commanded is initialized to be the position the leg is in when power is applied

5) Ensure that telemetry is being received appropriately. 

6) Run the calibration routine (Reference 7.2 - Operations: Calibration Routine) by selecting all four check boxes the selecting “Perform Calibration” in the GUI.

7) Go to the Locomotion start point by selecting “Loco Init”

8) Load the Qualitative Control Plan (QCP) by selecting “Load QCP” and start Locomotion by selecting “StartStopMast”

7.2 Calibration
The calibration routine allows the rover to determine the absolute position of the legs relative to the chassis. Before calibration, all angles are relative to the angle the joint was in when power was applied to the leg. This is due to the fact that the encoders on the joints only measure change in angles. In order to get absolute angles you must first move to a known position. 

The calibration routine achieves this goal by first curling the knee inwards until it reaches its inner limit sensor. The hip pitch joint is then actuated such that the thigh moves upwards until it reaches its limit sensor. Finally the hip yaw is moved to its limit sensor. At this point, the joint angles are said to be at the calibration values for that leg. From then on, all changes in angle read by the encoders are relative to that point. This allows the angles on every leg to be in the rover coordinate system as shown in more detail in Appendix C. 

7.3 Running the Rover
7.3.0 Joystick 
Connecting and Activating the Joystick

The dongle for the joystick plugs into one of the USB ports on the rover’s onboard computer.  Once the dongle is plugged into the USB port, a button on the dongle is pressed to search for the joystick.  To link the joystick with the dongle, simply press one of the buttons on the joystick after pressing the button on the dongle.  The light on the base of the joystick will turn from red to green when a button on the joystick is pushed, letting the user know that the joystick and dongle are connected.  To make sure the rover’s computer is reading the joystick, the joystick label on the MoRETA GUI will be green and read CONNECTED.

Controlling the Rover

The user is able to specify if he/she wants the full state of the joystick to be used for maneuvering the rover or if only one state of the joystick should be reported.  By pressing the button once, the user will send the specified state of the joystick to the rover.  The following is a list of button combinations:

· Trigger (Button 1) ( Send Full State of Joystick

· Button 3 ( Send Y-Position Only of Joystick

· Button 4 ( Send X-Position Only of Joystick

· Button 5 ( Send Yaw Only of Joystick

· Button 6 ( Send Throttle Only of Joystick

The states of the joystick along with the positive directions of the joystick are shown below in Figure 78.  The zero state of the rover has the joystick fully centered with no yaw and the throttle fully down.  When the joystick is placed in the proper orientation in front of the user, the positive x-direction is forward, the positive y-direction is to the right and positive yaw is counterclockwise.
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Figure 78: Joystick States and Positive Directions.

Other Programmed Buttons

Currently, two other buttons are programmed to inhibit and uninhibited the rover.

· Button 9 ( Uninhibited The Rover

· Button 10 ( Inhibited The Rover
When button 10 is pushed, all of the avionics modules are stopped, which prevents the legs from moving.  In order to unlock the avionics module and resume the last command sent to the rover, button 9 should be pushed to uninhibited the rover.

While the user is controlling the rover with the joystick, the telemetry of the rover is shown on the MoRETA GUI.  The hip yaw, hip pitch and knee pitch of each leg is shown on the GUI along with the phi and theta angles from the orientation sensors.

7.3.1 Future Work 
7.3.1.0  Autonomous

Autonomous control of the rover using a mission planner was descoped from the customer requirements as a result of limited resources.  This section will describe the original requirement and implementation that was planned.  Methods of integrating a high level mission planner back into the system architecture will also be discussed.   

Customer requirement 3.0, from the original customer requirements, stipulated that the rover must be capable of autonomous control for mission completion under three circumstances: direct command by astronaut in the field, remote control by astronaut in the field, and remote control from Earth.  A mission planner and executive, such as Kirk, was initially a part of the higher level system architecture to help facilitate requirements for autonomous control.  The highest level of automation planned for the rover was scripted automation, where the rover was to have pre-planned actions or decision rules to execute a command.  

Kirk was created by members of Professor Brian William’s Model Based and Embedded Systems (MERS) group at MIT’s Computer Science and Artificial Intelligence Laboratory (CSAIL).  The mission planner portion of Kirk specifies sub-goals that are necessary to achieve a mission.  The mission executive portion of Kirk dispatches tasks at the appropriate time to the appropriate module using RMPL (Reactive Model-based Programming Language), where each control command is given temporal constraints.  Kirk would also receive state updates regarding the status of these tasks from the modules (see Figure below). 
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Figure 79: Kirk Architecture

To incorporate Kirk into the current architecture of the rover, it must be integrated into the MoRETA Autonomy Stack (MASt).   Currently, MASt relies on user joystick input to command the rover.  Kirk would dispatch tasks similar to the tasks commanded by a joystick.  The difference, however, is that Kirk would be dispatching multiple tasks in order to complete a more complex mission.  Kirk would wrap around the current MASt system, using the infrastructure of data transfer and querying methods, and command a sequence of sub-goals using MASt to accomplish the lower level tasks and interchanges among the autonomy modules (See Figure below).  However, Kirk must be flexible to changing missions and be able to accept input from Mission Control that might include joystick commands, a new mission, or commands to pause, abort, or resume a mission.
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Figure 80: Rover Architecture with Kirk and MASt
7.4 Hazard Operations

The first priority for hazard operations is the safety of the user.  The secondary priority is to retain as many operating systems on the rover as possible.  This requires quick actions and decision making on the operator’s part as well as prior knowledge of the rover’s systems.  This document identifies potential hazards that may occur during operations and how to handle them appropriately while keeping in mind the list of priorities.  

One potential problem which may occur is fire or smoke due to the electric equipment aboard the rover.  The first step is to turn-off the entire rover, by pressing the green push button labeled ‘OFF’.  This shuts power to all systems regardless of which module the fire occurs in. Another possibility, if the situation is less dire, is to identify which module is malfunctioning and physically flip the switch to that particular module.  There are mechanical toggle switches for each module (except the mobility module, which has a panic button that acts as the toggle switch). Once the module is isolated, it may be advised to safely shut off all systems before proceeding to debug the affected module.  All systems can be shutdown mechanically and electronically.  Because the rover is largely modular, each system is isolated from one another.  

Another potential problem arises if the leg motion is erratic and unexpected, the operator can turn off the power solely to the legs by depressing the large red panic button.  The button only shuts down power to the legs; all other modules will continue to function.  

A final critical warning is related to the batteries.  The batteries are lithium-polymer and can be very volatile if handled improperly.  Be cautious of the temperature of the batteries as they are sensitive to excessive heat. 

8.0 Conclusion and Future Work

8.1 Summary of Key Results

Over the course of three semesters there have been many accomplishments within the MoRETA project. This section will discuss some of the key results of the work that has been completed by each of the three subsystems. 

Mechanical

The key result for the mechanical design was the creation of an innovative mobility platform for a rover using wheeled and legged locomotion. Of the two modes of locomotion, the leg subsystem reached a higher level of robustness through several iterations. Overall, the legs are capable of carrying the mass of the rover and producing the necessary forces to create motion. The design has been tested and revised sufficiently to the point where we feel confident that the current design of the leg will be able to perform all its tasks effectively. The wheel subsystem design has been through fewer revisions compared to the leg design.  Much work remains to be done on the wheel subsystem before it can accomplish the desired level of performance.  However, in light of the time constrains and the core requirements, the wheels provide adequate means of locomotion. 

Although the work on the locomotion platform has led to a feasible design to approach the challenge of having a rover with a dual mobility system, the design has the potential to be improved. One common problem that affects both subsystems is the overall mass. The changes in the design have led to an increase in the mass of each subsystem above the budget levels. The flaws of previous designs were usually resolved by adding to or reinforcing existing components. In the end, the final mass of a component turned out to be greater after a revision.  If a different design had been used from the beginning, the mass of the resulting component could be less Moreover, although the subsystems are capable of meeting their functional requirements, they do so at much higher power levels that originally expected. The discrepancies in the power consumption were greatly influenced by the choice of motors and to some extent, by priority placed on power constraints.

Avionics

Within the avionics system, the key result was the design of a modular system with hardware and software for the mobility modules as well as the orientation/power module. The leg & wheel module proved capable of meeting its initial requirements. It has been tested extensively in the unloaded case and partially under loaded conditions. It is unclear, at this time, whether the leg & wheel module is capable of driving the leg in the most difficult geometries. The orientation/power module has been tested to ensure that the power can be applied and shut off to the different circuits via software. Data has also been read from the various sensors and the interface to autonomy implemented such that the data can be returned. 

The avionics, in their current state, represent a stable platform from which continued development and integration can occur. Testing should continue on the orientation/power module, additionally, the leg & wheel module may need to undergo a redesign if it is incapable of powering the legs in all the necessary geometries. In the future, focus should also be on developing a more rigorous characterization of the avionics performance.

Autonomy

Within the autonomy subsystem, the key result was the design is a framework for taking visual information and turning it into foot placements and joint commands.  While the stack is not been completely finished, a layout and prototype of each subsystem exists.  

The significance of the design can be viewed in two ways.  On a module by module level, each portion of the stack has made a strong attempt at tackling some rather novel problems.  Local mapping has made a lot of progress towards generating a searchable height map from stereo vision alone, something that is cutting edge.  Foot placement planning has designed a fast and efficient way of searching these height maps for suitable foot placements, again a rather novel achievement.  Finally, the locomotion module has implemented a robust control method for guiding foot placements from one place to another.

As a whole, the MASt is not complete.  The Local Mapping module still needs quite a bit of work to be functional, and there is still a communications gap between Foot Placement Planning and Locomotion.  The important point, however, is that the framework is laid out and would work if each of the modules were completed.  Then, the system as a whole would provide an interesting and advanced approach to legged locomotion.

8.2 Future Work

As of spring 2007, the original sketches of MoRETA have materialized into real hardware and software, and the current rover shows promise to meet the de-scoped design requirements.  However, the MoRETA prototype also offers many opportunities for improved designs, new revisions, and continued research.  Even though MoRETA project has gone through many design iterations, there are additional modifications that should be implemented to improve the rover overall.

For instance, there are several places where the mechanical design could improve including changing the structure of the chassis.  A horizontal ladder could replace the truss that forms the chassis; that change would reduce the rover’s mass without sacrificing either battery space or torsional rigidity.  Also, the current width of the chassis separates the left and right hips.  A narrower chassis would allow the left and right hips to connect; would have less torque on its hip joints and would have the added benefit of being able to fit through smaller spaces.

A number of smaller changes could also improve the rover.  The current gait requires more flex from the rover’s ankles.  A foot needs to be modified to provide this flexibility.  Additionally, the torsional plates need to be redesigned so that they connect fully to the shins.  Also, light-weighting the hips require additional modeling in order to determine the locations characterized by higher stress.  Cover should be provided for the circuit boards that are exposed on the locomotion module so that they are  protected from accidental damage.

The avionics team should revise the circuit boards, making small changes to improve their functionality.  They should characterize the dynamics of the leg under low level control to accurately determine the speed, accuracy, and current draw of the leg under various loadings.  That information would ultimately contribute to a better simulation model.  The avionics team should also try to implement wireless communications to put the “modular” back in MoRETA.

Each part of the autonomy structure has significant work left to do.  Locomotion should reduce the sizes of the QCPs.  Local Mapping needs to speed up its code and finish implementing the egomotion extraction module, while Foot Placement Planning should discard foot placements that bump the rover’s body and knees on rocks.  Foot Placement Planning and Locomotion also need a feedback loop in case the chosen foot placements are unreachable. All of the Autonomy team should take advantage of the chance to restructure their code to make it more efficient and readable.  Additionally, the Local Mapping and Foot Placement Planning algorithms need to be tested on hardware.  Once the entire Autonomy structure runs on the rover, many more opportunities for improvements will become apparent.
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Appendix A

Operational Specifications:

Described in this section is a set of operational specifications, exploring the limits of the rover’s operating ability, at the time of writing, May 2007.
1. Legged Motion Performance
1.1. Ability to stand on all four legs:

-Stability/structural integrity proven under static conditions

1.2. Ability to stand on three legs:

-Stability/structural integrity proven under static conditions

1.3. Operation from suspended position:

-Full range of controlled motion proven

-Autonomous locomotion for a single step proven

1.4. Operation under self-weight loading:

-Leg controller PCB overheating issues encountered, due to excessive current draw

2. Wheeled Motion Performance
2.1. Ability to stand on four wheels

-Not yet proven

2.2. Wheeled operation

-Not yet proven

3. Mapping Performance

3.1. Local mapping functionality

-Proven for visually stimulating terrain

-Minimum object resolution: 5 cm @ 3.5m
- Stereo processing rate: 5 fps

- Refresh rate: 1 / minute
3.2. Global mapping functionality

-None
4. Environment
4.1. Operation in extreme temperature

-Not proven

4.2. Operation in wet/humid conditions

-Strongly not recommended

5. User Interface
5.1. Operation from a remote computer

-Ethernet communication proven

-Wireless communication via 802.11B

5.2. Interface with rover’s computer:

-GUI available for input of desired joint angles

-Joystick interface to stop and restart leg motion in case of emergency (inhibit/un-inhibit operations)

6. Power

6.1. Operation from external DC supply:

-Proven for supply voltage of 22V

-Maximum Voltage: 26V
-Mininum Voltage: 18V
6.2. Operation from on-board DC batteries:

-Not yet proven

-Expected battery life: 30 minutes 

7. Speed:
7.1. Measured maximum speeds:

-Hip yaw: 8.3 RPM

-Hip pitch: 8.3 RPM

-Knee: 4.5 RPM

-Wheel: 10 RPM

7.2. Estimated maximum speed of integrated system:

-Legged motion: 0.5 cm / s

Appendix B

Requirements Document

This appendix contains four different requirements documents used throughout the MoRETA Project.  The four documents are (1) the Original Customer Requirements Document, (2) the Original Functional Customer Requirements Document, (3) the Final Customer Requirements Document and (4) the Final Functional Customer Requirements.

Appendix B.1: Original Customer Requirements Document

This is the original customer requirements document that was given to us by the MoRETA Staff during the first week of the project.  All requirements for the project were derived from this document.

1.0 Must be capable of high speed, wheeled mobility on relatively smooth terrain and legged mobility on rough and steep terrain.

2.0 Must have distributed and modular avionics to allow rapid assembly and check-out.

2.1 Hard interfaces between modules can only carry mechanical loads, bus voltage and ground.

2.2 All command and data handling between modules must be wireless.

3.0 Must be able to support different concepts of operations

3.1 Direct commanding by astronaut in the field

3.2 Remote control with zero delay

3.3 Remote control with lunar communications delay

3.4 Remote control with Mars communications delay

4.0 The rover will be a mobility platform for demonstrating the MERS model-based mobile executive

4.1 The operator would be able to directly control foot placement if desired

5.0 The rover must never be able to get into an inverted position

6.0 Navigation using on-board and off-board sensors.

6.1 Must have an independent truth sensor

6.2 Scenarios

6.2.1 A priori accurate map

6.2.2 Low resolution or inaccurate map

6.2.3 No map

7.0 Bigger than Sojourner and smaller than MER

8.0 Must be able to complete the course shown in Figure 1 without the need to recharge batteries.

8.1 Traverse a flat region five (5) meters in length and three (3) meters in width with increasingly difficult rock coverage and a hard and soft (sand) surface.

8.2 Climb a slope of sand at its angle of repose.

8.3 Take an image of a target on a cliff face

8.4 Return to the start line

8.5 Target definition

8.5.1 Target 1 (must):  image a surface feature located somewhere below the top of a two (2) meter high. two (2) meter wide cliff.

8.5.2 Target 2 (should):  return a >0.5kg surface rock to the start line

8.5.3 Target 3 (should):  return a >0.5kg object, buried in the sand slope, to the start line.

8.5.4 Target 4 (could):  acquire a sub-surface ice sample and return it to the start line.

9.0 Fixturing for solar arrays: The rover design shall have mechanical and electrical connections to allow attachment of solar array(s) for battery charging.  For the purposes of this project, the following will be deemed sufficient to satisfy this requirement:

9.1 Mechanical: the rover shall incorporate bolt-holes or brackets (a minimum of two) of sufficient strength to attach at least 20 kg of solar panel, in a position on the rover such that affixing a solar panel at that location will not interfere with rover moving parts.

9.2 Electrical: the rover shall have an accessible electrical connector that gives access to the battery system, such that the battery can be recharged from an external electrical supply.  (The rover does not need to incorporate the battery charger.)


It is not necessary that the project team design the solar array or analyzes the performance under solar power, and the volume and mass of solar arrays are not counted against the rover size envelope and mass budget.  The purpose of this requirement is to make sure that the rover design does not foreclose the option to incorporate a system for solar recharging if a later team decides to design one.

10.0   200-m traverse: To demonstrate autonomous operation, the rover shall be able be able to complete a 200 meter autonomous traverse to a designated target across unpaved terrain, operating in wheeled mode, without recharging.  The traverse course has the following characteristics

10.1 The 200 meter traverse may, if desired, be implemented as a traverse of 100 meters to a target, followed by a return to the origin.

10.2 The course may contain slopes of up to 10 degrees in either the travel direction or transverse to the travel direction

10.3 The course may require the rover to detect and navigate around one or more obstacles, but will not require the rover to drive over rocks.

10.4 The definition of "unpaved terrain" means that the rover should be designed with the ability to demonstrate the traverse on either of the following surfaces.  (The actual decision on which surface to run the demonstration on will be made depending on time and weather constraints later; the rover should be designed to traverse either.):

10.4.1 Briggs Field

10.4.2 A dry, sandy beach, above the high-tide mark.

The 200-m traverse requirement is separate from the course requirement (8.0); that is to say, the rover does not need to complete both the 200 meter traverse and the rock/hill/cliff course on a single charge.


Appendix B.2: Original Functional Customer Requirements 

This is the original functional customer requirements document that was derived by taking the original customer requirements and expanding it to fully include all the requirements needed to successfully build MoRETA to meet the customer requirements.

1. Mobility

1.1. General 

1.1.1. The rover shall be capable of legged and wheeled motion.

1.1.1.1. The rover shall be capable of forward and backward motion.

1.1.1.2. The rover shall be capable of side to side motion.

1.1.2. The rover shall be able to maneuver in limited (dimensions) space (e.g. get back off cliff after climbing).

1.1.3. The rover shall be equipped with be able to determined its orientation.   

1.1.4. The rover shall never be rendered immobile.  

1.1.4.1. The rover shall never become inverted.

1.1.4.2. All legs shall be operable under sand.

1.1.4.3. The rover shall not be vulnerable to anticipated wheel traps and ditches.

1.1.4.4. The rover shall maintain balance while in legged mode

1.1.4.4.1. While stationary.

1.1.4.4.2. While in motion.

1.1.5. Loads

1.1.5.1. Each wheel and leg shall be able to support weight of rover and payload and maximum impulse possible on course.  

1.1.5.2. Wheel and leg assembly shall be able to support torques induced on structure (and payload) from turning.

1.1.6. The rover shall be stable and controllable during all operations.

1.1.7. The rover shall be able to transition from wheeled mobility to legged mobility.

1.1.7.1.  In any rover orientation.

1.1.7.2. The rover shall be able to decide when to transition from wheeled to legged mobility.

1.1.8. The placement of the rover’s legs shall be able to be controlled by a human operator. 
1.1.9. The human operator shall also be able to control emergency stopping at any time with one simple command.
1.1.10. Be able to support closed-loop control with optional open-loop functionality in the case of the driving system.
1.1.11. Wheel/leg sensors (should this be a subset of the previous).
1.2. High speed mobility on smooth terrain, where smooth terrain is defined as a surface with incline no more than TBD degrees and obstructions no more than TBD in size and a soil bearing load of no less than TBD.

1.2.1. The rover shall maintain a course across smooth terrain at no less than TBD m/s.

1.2.2. The rover shall be able to stop from full speed within obstruction detection range.

1.2.3. The rover shall have ground clearance of no less than TBD(while wheeled motion).

1.3. Legged motion on extreme terrain, where extreme terrain is defined as a surface with incline no less than TBD degrees or obstructions no more than TBD in size or a soil bearing load of no less than TBD.  

1.3.1. The rover shall be able to climb up and down the angle of repose on Martian sand in a Martian environment.

1.3.2. The rover shall be able to walk over or around objects no more than TBD in size.  

1.3.3. The rover shall be able to walk through extreme terrain as defined by rock distribution given in Golombeck model.

1.3.4. The rover shall have ground clearance of no less than TBD(while in legged motion).

1.4. Mobility on Sand

1.4.1. The rover must be capable of moving over sand.

2. Observation/Sensors

2.1. Rover Information
2.1.1. Velocity-Measurement System
2.1.1.1. The rover shall be able to return its current velocity to the operator while using wheels and while using legs  (JWB)

2.1.1.2. The avionics shall include sensors to support requirement 2.1.1.1

2.1.1.3. Acceleration when on wheels.
2.1.1.4. Acceleration when on legs.
2.1.2. Location Identification 
2.1.2.1. The rover shall be able to return its current location with respect to a local coordinate frame to the operator (JWB)

2.1.2.2. The rover shall be able to return its current global coordinates to the operator (JWB)

2.1.2.3. Rover must know it’s location with respect to

2.1.2.3.1. home.

2.1.2.3.2. target

2.1.3. The avionics shall include health Sensors (temperature, battery)

2.2. Environmental Information 
2.2.1. The rover shall have an imagining system (JWB)

2.2.1.1. The rover shall have panoramic imaging capabilities (JWB)

2.2.1.1.1. The panoramic imaging system shall be able to image 360 degrees of footage about the rover’s current location (JWB)

2.2.1.1.2. The panoramic imaging system shall have wide angle capabilities (JWB)

2.2.1.1.3. The panoramic imaging system shall be able to take color images (JWB)

2.2.1.1.4. The imaging system will allow for digital zoom after images are returned to operator.

2.2.1.1.5. The imaging system shall be able to take a picture of the rover in its current environment (JWB)

2.2.1.2. The rover shall have an imaging system for detecting ground hazards in front of and behind the rover (JWB)

2.2.1.3. The rover shall have an imaging system for detecting objects beneath the rover

2.2.1.4. The rover shall have an imaging system for showing the position and placement of the legs

2.2.1.4.1. The cameras shall be able to take video and still images (JWB)

2.2.1.5. Actuate all imaging systems.

2.2.1.6. Aids for autonomous navigation

2.2.1.6.1. The rover must sense the impedance ahead

2.2.1.6.2. The rover must detect range to target.

2.2.1.6.3. The rover must detect range to obstacles and other geological features.

2.2.1.6.4. The rover must be able to acquire target.

2.2.1.6.5. The rover must be able to have images of sufficient resolution to identify potential targets.

2.2.2. Other Environmental Information

2.2.2.1. The rover must detect the drop off of the horizon

2.2.2.2. The rover must detect when it is on top of cliff.

2.2.2.3. The rover should sense positional change from angled to flat.

2.2.2.4. The rover must be able to detect composition of new ground

2.2.2.5. The rover must be able to detect the weather conditions necessary for making a decision about proceeding with mission.

3. Sample Acquisition/Scientific Data Collection 

3.1. Target1: imaging a surface fossil with a digital camera

3.1.1. The camera should be able to take a surface image of an object 2 meters below the rover in the vertical direction.

3.1.2. The camera should be maneuverable in three dimensions, with a range of 2 meters in the vertical direction, 2 meters in the horizontal direction, and 0.5 meters in the direction perpendicular to the surface being imaged, and should have a position accuracy of 0.5 cm

3.1.3. The camera shall be held motionless while the image is taken 

3.1.4. The camera must be able to take a high quality color image of a 10 cm by 10 cm surface area from a distance of 15 cm. 

3.1.5. The camera should be able to auto-focus on a surface area selected by a human operator

3.1.6. The camera could be able to be focused manually by an astronaut in the field

3.2. Target 2: returning a surface rock

3.2.1. The rover should accurately align capture mechanism with rock, and g back to search if the rock is missed.

3.2.2. The rover should be able to pick up a rock on the surface with a diameter in the range of 3 cm to 15 cm weighing no more than 0.5 kg

3.2.3. The rover should be able to pick up a rock on the surface with a diameter in the range of 3 cm to 15 cm weighing from 0.5 kg to 1 kg if the exact location of the rock is given to the rover in reference to its current position

3.2.4. The rover should be able to store up to two rock samples in a secure manner and operate functionally with the rock samples.

3.3. Target 3: digging into sand for sample location and collection purposes

3.3.1. The rover should be able to probe, without digging, up to 0.15 meters into loosely packed sand 

3.3.2. The rover should be able to carry out probing when under direct human command mode

3.3.3. The rover should return information to the human operator on the resistance offered by the sand, particularly if the probe encounters a solid object

3.3.4. The rover shall be able to dig into loosely packed sand 

3.3.5. The location at which the rover will dig shall be input by a human operator

3.3.6. The rover shall be able to remove an object, once located, from the sand

3.3.7. The rover shall align the penetration tool with penetration site.

3.3.8. The rover shall align the penetration tool with ice or sand.

3.4. Target 4: acquiring a sub surface ice sample

3.4.1. The system shall have a camera that shows the view of the drill (downwards under rover)

3.4.2. The rover should be able to drill into an area of rock and return an ice-core sample

3.4.3. This area shall be specified by a human operator

3.4.4. The rover should be able to carry an ice sample in a waterproof storage container.

4. Rover Structure/Modules
4.1. The size of the rover shall be larger than Sojourner smaller than MER
4.1.1. Assembled rover shall fit inside entry shield of dimension .

4.2. The number and type of batteries shall be sufficient to complete all course objectives on a single charge.

4.3. The rover shall feature standard mounts for all avionics and mechanical components.

4.4. The rover body structure must be large enough to fit all avionics components.  

4.5. The rover body structure shall be able to resist all stresses anticipated during operation

4.6. Modules

4.6.1. Break-down

4.6.1.1. Drive System

4.6.1.2. External Communications

4.6.1.3. Autonomy (Central Control)

4.6.1.4. Vision (Navigation)

4.6.1.5. Scientific Camera with associated actuator

4.6.1.6. Drill Control
4.6.2. The rover shall feature standardized modular connections for all mechanical and avionics components.

4.6.3. Each module shall have a snap connection.

4.6.4. All connections shall prevent sand from entering the joint.

4.6.5. All connections shall feature standardized electric connections.  

4.6.6. Each module shall be able to sustain the anticipated loads of all connecting components.  

5. Communications/Feedback

5.1. Be able to support real-time communication of commands.

5.2. Be able to support wireless communication internally and externally.

5.2.1. Each module will be capable of supporting inter-module communications.

6. User Interface/Control

6.1. Mission Specifics

6.1.1. Astronaut

6.1.1.1. The primary operation mode should be direct control. (Autonomy Level 1)

6.1.1.2. The controller shall be portable so that the astronaut can easily transport it while traveling across the Lunar or Martian surface.
6.1.1.3. The display shall be navigable and controllable by a gloved hand.

6.1.1.4. The controller shall be useable in the case when the astronaut can see the rover as well as when the view of the rover is obstructed

6.1.2. Zero Delay

6.1.2.1. The primary mode of operation shall be direct control. (Autonomy Level 2)

6.1.3. Earth to Moon

6.1.3.1. The primary mode of operation shall allow for direct control or allow a number of operations to be uploaded at one time and carried out in succession (Autonomy Level 1/Autonomy Level 2)

6.1.4. Earth to Mars

6.1.4.1. The primary mode of operation shall allow for many operations to be uploaded at one time each day and carried out in succession (Autonomy Level 2)

6.1.4.2. The system shall enter a hibernation mode after completing a given set of instructions.

6.2. Direct Control Options

6.2.1. Locomotion control

6.2.1.1. The controller display could allow the operator to click on a point in a camera view display and cause the rover to turn or travel in that direction.

6.2.1.2. The rover shall be able to travel to a location on the map specified by the operator.

6.2.1.3. The operator shall be able to direct the rover to turn left or right a specified number of degrees +/- 2 degrees.

6.2.1.4. The operator shall be able to move the rover forward, backward or side to side.

6.2.1.5. The operator shall be able to specify the placement of the legs (with respect to the rover)

6.2.1.6. The operator shall be able to input a distance for the rover to travel.

6.2.1.7. The rover shall have a set-up box that allows input of distance and turning orientation, as well as a “GO” button. (3.0)

6.2.1.7.1. The mobility mode (legged or wheeled) shall be able to be changed (1.0)
6.2.1.8. Turning orientation

6.2.1.8.1. Shall be displayed by camera view (3.0)
6.2.2. Could be in 5 degree increments from forward orientation controlled by pointer (3.0) 

6.2.3. Drilling for Ice Device

6.2.3.1. The operator must be able to align the drill with the desired location

6.3. Display/Monitor Options

6.3.1. Current State of Rover

6.3.1.1. Monitor shall show what operation is being carried out

6.3.1.2. The monitor shall show the queue of operations

6.3.1.3. The velocity of the rover shall be displayed at all times

6.3.2. Cameras

6.3.2.1. The controller display shall allow for the operator to scroll through and view different navigation camera views

6.3.3. Map

6.3.3.1. One of the controller display windows shall show any available map of the terrain.

6.3.4.  “Emergency Stop” button

6.3.4.1. Shall always be on the display (3.0)

6.3.5. Mode of leg

6.3.5.1. Shall be displayed on interface (3.0)

6.3.6. The interface shall display the rover’s location relative to its initial mission location (3.0)

6.3.7. The interface shall display orientation

6.3.7.1. From initial location of mission in degrees (3.0)

6.3.7.2. From North in degrees (3.0)

6.3.7.3. Using a single word for which way the rover is pointing (North, Northwest, West, Southwest, South, Southeast, East, Northeast) (3.0)

6.3.8. The interface shall have a display Map (3.0)

6.3.9. The user interface shall show images from the Cliff Imaging Device

6.3.10. The user interface shall know the location and current action of the Sand Probing/Digging Device

6.3.10.1. The display should include the resistance offered by the sand

6.3.11. The user interface shall know the location and current action of the Rock Picking-Up Device

6.3.12. The user interface shall know the location and current action of the Drilling for Ice Device

6.3.13. Self Diagnostic

6.3.13.1. The display shall show the battery life remaining.

6.3.13.2. The display shall show the rate at which the battery is being used

6.3.13.3. The display shall display a warning if interal temperature exceeds safety levels

7. Power

7.1. Be able to power the following systems for entire mission using only the initial energy supply. (e.g. one battery charge).
7.1.1. Communications

7.1.2. Sensors

7.1.3. Processors

7.1.4. Actuators/motors

7.1.5. Data storage

7.2. Operator must know Battery Life and Remaining Rate of Battery

8. Processors

8.1. Be able to support programming by autonomy group
8.2. Be able to support the processing of data in the various modules.
9. Data Storage

9.1. Be able to store images from scientific camera
9.2. Be able to store communication information (e.g. timed commands)
9.3. Be able to store data from navigation
10. Autonomous behavior

10.1. Initialization and plane path traversal

10.1.1. Must evaluate current weather conditions, terrain conditions and must be capable of autonomously deciding whether to proceed with mission or not.

10.1.2. Must be capable of making its own decision on whether to switch to legged mobility or wheeled mobility

10.1.3. Must be able to navigate without the use of a video camera.

10.2. Hill-climbing

10.2.1. Rover must determine if impedance is scalable

10.2.1.1. Based on measured incline

10.2.1.2. Based on images from pre-programmed map from satellite or other source

10.2.2. Rover must slow down and stop accordingly at top of cliff.

10.2.3. Rover must change driving mode to cliff terrain mode.

10.2.4. The rover should determine optimum hill climb rate to economize power consumption.  If stuck in a rut, rover should enter powersave mode.

10.3. Imaging on Cliff

10.3.1. The rover shall determine the optimal location along cliff to take picture.

10.3.2. The rover shall determine ow to maneuver to that optimal location.

10.3.3. The rover hall determine focus, zoom, and other image properties for taking the picture.

10.3.4. The rover must decide whether or not to descend down the cliff.

10.4. Recovering Ice or other sample from Underground

10.4.1. Rover must be able to identify target.

10.4.2. Rover should select surface penetration site

10.4.3. Rover should check that there are no obstacles between robot and penetration site, and if there are, plan a path to get around them.

10.4.4. Rover must retrieve sample autonomously

10.5. Returning to home

10.5.1. The rover must be capable of navigating to home base.

11. Martian Terrain

11.1. The rover will be tested on a course that will be constructed by the 16.83x team.
11.2. The test course shall have a flat region that is 5 meters in length and 3 meters in width. (CR 8.1)
11.3. The flat region should approximate the surface conditions of Mars.
11.4. The flat region of the test course shall contain X rocks per square meter
11.5. X percent of the rocks should be between X and X meters in diameter.
11.6. X percent of the rocks should be between X and X meters in diameter
11.7. The rocks shall be distributed so that the smallest rocks shall be between zero and one meters from the start, and the largest rocks shall be between four and five meters from the start. (CR 8.1)

11.8. A rock weighing more than 0.5 kg but less than X kg placed no more than two meters from the start line shall be designated as a retrievable sample of scientific interest (“target 2”). (CR 8.5.2)

11.9. The flat region of the test course should contain an object simulating sub-surface ice that is located X meters below the mean surface level of the course and between four and five meters from the start line. This item shall be designated “target 4”. (CR 8.5.4)

11.10. The flat region shall contain a hard surface region and a soft surface region (define these terms). (CR 8.1)

11.11. The flat region shall be X meters thick.

11.12. The test course shall contain a slope of sand at its angle of repose. (CR 8.2)


11.12.1 The sand should approximate the physical characteristics Mars regolith.



1.12.1.1 Particle size and shape?



1.12.1.2  Chemical composition?



1.12.1.3 Coefficient of friction?



1.12.1.4 What is the angle of repose?

11.12.2 The top of the sand slope shall be at least 2 meters above the mean surface level of the flat region of the course. (CD 8.5.1)

11.12.3 An object weighing more than 0.5 kg but less than X kg representing an object of scientific interest shall be buried in the sand slop at least X meters below the surface perpendicular to the angle of repose (“target 3”). (CR 8.5.3)
(bury more than one item in the sand?)

11.12.4 The test course shall contain a 2 meter by 2 meter vertical cliff face. The sand slope shall be between the flat region and the vertical cliff face. (CR 8.3)

11.12.5 The cliff face shall contain a marked region representing a surface feature of scientific interest (“target 1”). (CR 8.5.1)

Appendix B.3: Final Customer Requirements Document

This is the final customer requirements document, which replaced the original customer requirements document after the various descopes.

1.0 Must be capable of high speed, wheeled mobility on relatively smooth terrain and legged mobility on rough and steep terrain.

2.0 Modules must be able to be easily attached and detached.

3.0 Must be able to support different concepts of operations

3.1 Direct commanding by astronaut in the field

3.2 Remote control with zero delay

4.0 The rover must never be able to get into an inverted position

5.0 Navigation using on-board and off-board sensors.

5.1 Must have an independent truth sensor

5.2 Scenario of no map

6.0 Bigger than Sojourner and smaller than MER

7.0 Must be able to complete the course shown in Figure 1 without the need to recharge batteries.

7.1 Traverse a flat region five (5) meters in length and three (3) meters in width with increasingly difficult rock coverage and a hard and soft (sand) surface.

8.0 200-m traverse: To demonstrate autonomous operation, the rover shall be able be able to complete a 200 meter autonomous traverse to a designated target across unpaved terrain, operating in wheeled mode, without recharging.  The traverse course has the following characteristics

8.1 The 200 meter traverse may, if desired, be implemented as a traverse of 100 meters to a target, followed by a return to the origin.

8.2 The course may contain slopes of up to 10 degrees in either the travel direction or transverse to the travel direction

8.3 The course may require the rover to detect and navigate around one or more obstacles, but will not require the rover to drive over rocks.

8.4 The definition of "unpaved terrain" means that the rover should be designed with the ability to demonstrate the traverse on either of the following surfaces.  (The actual decision on which surface to run the demonstration on will be made depending on time and weather constraints later; the rover should be designed to traverse either.):

8.4.1 Briggs Field

8.4.2 A dry, sandy beach, above the high-tide mark.

The 200-m traverse requirement is separate from the course requirement (7.0); that is to say, the rover does not need to complete both the 200-meter traverse and the rock/hill/cliff course on a single charge.

Appendix B.4: Final Functional Customer Requirements 

This is the final functional customer requirements document, which replaced the original functional customer requirements document after the various descopes.

12. Mobility

12.1. General 

12.1.1. The rover shall be capable of legged and wheeled motion.

12.1.1.1. The rover shall be capable of forward and backward motion.

12.1.1.2. The rover shall be capable of side to side motion.

12.1.2. The rover shall be able to maneuver in limited (dimensions) space (e.g. get back off cliff after climbing).

12.1.3. The rover shall be equipped with be able to determined its orientation.   

12.1.4. The rover shall never be rendered immobile.  

12.1.4.1. The rover shall never become inverted.

12.1.4.2. All legs shall be operable under sand.

12.1.4.3. The rover shall not be vulnerable to anticipated wheel traps and ditches.

12.1.4.4. The rover shall maintain balance while in legged mode

12.1.4.4.1. While stationary.

12.1.4.4.2. While in motion.

12.1.5. Loads

12.1.5.1. Each wheel and leg shall be able to support weight of rover and payload and maximum impulse possible on course.  

12.1.5.2. Wheel and leg assembly shall be able to support torques induced on structure (and payload) from turning.

12.1.6. The rover shall be stable and controllable during all operations.

12.1.7. The rover shall be able to transition from wheeled mobility to legged mobility.

12.1.7.1.  In any rover orientation.

12.1.7.2. The rover shall be able to decide when to transition from wheeled to legged mobility.

12.1.8. The placement of the rover’s legs shall be able to be controlled by a human operator. 
12.1.9. The human operator shall also be able to control emergency stopping at any time with one simple command.
12.1.10. Be able to support closed-loop control with optional open-loop functionality in the case of the driving system.
12.1.11. Wheel/leg sensors (should this be a subset of the previous).
12.2. High speed mobility on smooth terrain, where smooth terrain is defined as a surface with incline no more than 30 degrees and obstructions no more than TBD in size and a soil bearing load of no less than TBD.

12.2.1. The rover shall maintain a course across smooth terrain at no less than TBD m/s.

12.2.2. The rover shall be able to stop from full speed within obstruction detection range.

12.2.3. The rover shall have ground clearance of no less than TBD(while wheeled motion).

12.3. Legged motion on extreme terrain, where extreme terrain is defined as a surface with incline no less than TBD degrees or obstructions no more than TBD in size or a soil bearing load of no less than TBD.  

12.3.1. The rover shall be able to walk over or around objects no more than TBD in size.  

12.3.2. The rover shall be able to walk through extreme terrain as defined by rock distribution given in Golombeck model.

12.3.3. The rover shall have ground clearance of no less than TBD(while in legged motion).

12.4. Mobility on Sand

12.4.1. The rover must be capable of moving over sand.

13. Observation/Sensors

13.1. Rover Information
13.1.1. Velocity-Measurement System
13.1.1.1. The rover shall be able to return its current velocity to the operator while using wheels and while using legs  (JWB)

13.1.1.2. The avionics shall include sensors to support requirement 2.1.1.1

13.1.1.3. Acceleration when on wheels.
13.1.1.4. Acceleration when on legs.
13.1.2. The avionics shall include health Sensors (temperature, battery)

13.2. Environmental Information 
13.2.1. The rover shall have an imagining system (JWB)

13.2.1.1. The rover shall have panoramic imaging capabilities (JWB)

13.2.1.1.1. The panoramic imaging system shall be able to image 360 degrees of footage about the rover’s current location (JWB)

13.2.1.1.2. The panoramic imaging system shall be able to take color images (JWB)

13.2.1.2. The rover shall have an imaging system for detecting ground hazards in front of the rover (JWB)

13.2.1.3. Aids for autonomous navigation

13.2.1.3.1. The rover must sense the impedance ahead

13.2.1.3.2. The rover must detect range to target.

13.2.1.3.3. The rover must detect range to obstacles and other geological features.

13.2.2. Other Environmental Information

13.2.2.1. The rover must detect the drop off of the horizon

13.2.2.2. The rover must detect when it is on top of cliff.

13.2.2.3. The rover should sense positional change from angled to flat.

14. Rover Structure/Modules
14.1. The size of the rover shall be larger than Sojourner smaller than MER
14.1.1. Assembled rover shall fit inside entry shield of dimension .

14.2. The number and type of batteries shall be sufficient to complete all course objectives on a single charge.

14.3. The rover shall feature standard mounts for all avionics and mechanical components.

14.4. The rover body structure must be large enough to fit all avionics components.  

14.5. The rover body structure shall be able to resist all stresses anticipated during operation

15. Communications/Feedback

15.1. Be able to support real-time communication of commands.

15.2. Be able to support wireless communication externally.

15.2.1. Each module will be capable of supporting inter-module communications.

16. User Interface/Control

16.1. Mission Specifics

16.1.1. Astronaut

16.1.1.1. The primary operation mode should be direct control. (Autonomy Level 1)

16.1.1.2. The controller shall be portable so that the astronaut can easily transport it while traveling across the Lunar or Martian surface.
16.1.1.3. The display shall be navigable and controllable by a gloved hand.

16.1.2. Zero Delay

16.1.2.1. The primary mode of operation shall be direct control. (Autonomy Level 2)

16.2. Direct Control Options

16.2.1. Locomotion control

16.2.1.1. The operator shall be able to direct the rover to turn left or right a specified number of degrees +/- 2 degrees.

16.2.1.2. The operator shall be able to move the rover forward, backward or side to side.

16.2.1.3. The operator shall be able to specify the placement of the legs (with respect to the rover)

16.2.1.3.1. The mobility mode (legged or wheeled) shall be able to be changed (1.0)
16.3. Display/Monitor Options

16.3.1. Current State of Rover

16.3.1.1. Monitor shall show what operation is being carried out

16.3.1.2. The monitor shall show the queue of operations

16.3.1.3. The velocity of the rover shall be displayed at all times

16.3.2. Map

16.3.2.1. One of the controller display windows shall show any available map of the terrain.

16.3.3.  “Emergency Stop” button

16.3.4. Self Diagnostic

16.3.4.1. The display shall show the battery life remaining.

16.3.4.2. The display shall show the rate at which the battery is being used

16.3.4.3. The display shall display a warning if internal temperature exceeds safety levels

17. Power

17.1. Be able to power the following systems for entire mission using only the initial energy supply. (e.g. one battery charge).
17.1.1. Communications

17.1.2. Sensors

17.1.3. Processors

17.1.4. Actuators/motors

17.1.5. Data storage

17.2. Operator must know Battery Life and Remaining Rate of Battery

18. Processors

18.1. Be able to support programming by autonomy group
18.2. Be able to support the processing of data in the various modules.
19. Data Storage

19.1. Be able to store communication information (e.g. timed commands)
19.2. Be able to store data from navigation
20. Autonomous behavior

20.1. Hill-climbing

20.1.1. Rover must determine if impedance is scalable

20.1.1.1. Based on images from pre-programmed map from satellite or other source

20.1.2. Rover must slow down and stop accordingly at top of cliff.

Appendix C

Robot Movement Design Document
Overview

The purpose of the robot control program is to have the freedom to translate the robot in any direction, and rotate to given angles. Because the robot has omni directional wheels and almost has a radial symmetric body, few rotational adjustments need to be programmed. Instead a creative method of coordinating the four omni directional wheels should be implemented with appropriate considerations for a “kicking” mechanism on the “front” of the robot. 

Interface

After processing the image a location for the robot should be available in x,y coordinates. Additionally, using rudimentary strategy functions, the “behavior” part of the program should give a vague idea of where the robot needs to be relocated to. Using these two parameters as input, the movement is merely a “straight line” path to the destination (ignoring numerous factors which will be discussed later). Basic movement algorithms assume strategy is responsible for collision avoidance and for the destination for each robot. 

Following the main program’s evaluation for movement, the instructions need to be translated into simple motor commands and sent out to the robots using some sort of communication parser (to be coordinated with the EE team).

Abstraction

Each robot is assumed to be a member an array. With this in mind, every robot has an array of 4 motors. An individual motor can be decomposed into a single data structure of forward and reverse (binary), and it is the collection of these states multiplied across the 4 motors that gives the robot more degrees of freedom (see chart below). By manipulating the data in the structure, the motor arrays can be output as packages and the unique combination of direction and speed for each motor can dictate the robot’s movements. Additionally, because the robots have omni directional wheels they can translate in a total of 8 directions.
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Implementation

The easiest method of programming the translations is to manually set each to a function. However, this method is rather useless in a program with 8 distinct functions. Instead I propose elementary vector decomposition for movement. If each motor pair is assigned a direction based on it’s location on the robot, then by using the two pairs as the “x” and “y” component of the vector, the resultant can be drawn to the given destination.

In the example right, there is only a y-component of direction. Hence, the robot moves the y-component motors forward to translate to the shaded location.
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To translate diagonally the robot can use both the x-y components. To vary the angle at which the robot needs to travel to the destination, the speed of the x-motor pair or y-motor pair can be changed.

Alternatively a more classic method of rotating to the destination and then translating with only one motor component is feasible and probably easier (less calibration)

Private values of a robot class include angle of orientation and x-y location

Public functions

setMotorX(velocity) //sets the motor speed for the x-component pair (+,-) 

setMotorY(velocity) //sets the motor speed for the y-component pair (+,-)

moveToLoc(x, y) // evaluates the correct motor pair velocities to the location

dataOut() // exports motor commands from software to hardware

[insert generic motor moving commands for debugging]

Error Checking

Because life isn’t perfect, the movement algorithms will probably require a lot of tedious testing for minor adjustments. Using speed as a determining factor for direction of travel is NOT a wise idea considering slip factors, motor overrun, general inconsistencies in the motors, and dependency on speed control for the EE part of the robots. It would be a neat trick (the concept is pretty simple, but not practical.), but I think we might want to start with just rotating to a point and adjusting the angle of orientation to match the direction angle as the robot translates over. 

Appendix D

Detailed Schedule

Appendix X – Three-Term Schedule

Below is the detailed schedule from the MoRETA Project broken into the three semesters of the course.  The schedule includes formal review dates, informal review dates and important milestones.
Semester 1 – 16.83 (12 Units) – February 2006 through May 2006
February

22 Informal Review

27 Engineering Analysis

27
Subsystem Requirements Finalized
March

3 Systems Requirement Review (SRR)

15
First Iteration of Conceptual Designs

17
Informal Review
April


3
Engineering Analysis


5
Second Iteration of Conceptual Designs

7
Conceptual Design Review (CoDR)


14
CoDR Design Document


26
Informal Review
May

12
Preliminary Design Finalized


15
Leg Prototyped



15
PDR Design Document


17
Preliminary Design Review (PDR)


17
Prototype Styrofoam Model of Rover Finished

Semester 2 – 16.831 (12 Units) – September 2006 through December 2006
September

19 Informal Review

28 Engineering Analysis


28
Second Prototyped Leg Finished


28
Flight Chassis Finished


October


17
Informal Review


31
Critical Design Review (CDR)
November
20 Engineering Analysis

28
Informal Review

28
Flight Leg Finished
December

12 Bench Review (BR)

12
One Full Hip-Leg Module Finished

Semester 3 – 16.832  (6 Units) – February 2007 through May 2007

February

15 Rover Fully Assembled and Wired

22
Unloaded Leg Testing

27
Wheel Prototyped

March


22
Acceptance Review (AR)


22
Hip-Wheel Design Finalized

April


19
Mechanical Light Weighting Finished

30
Preliminary Joystick Control Integrated with Rover
May


1
Flight Wheels Finished

3
Locomotion Module Begins Sending Gaits
8 MoRETA GUI Finished

10
Loaded Leg Testing

17
Final Design Document Finished
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M: Main batteries


B: Backup batteries


0: off


1: on


- - - - : Transition by Autonomy Command
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B: Backup batteries
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- - - - : Transition by Autonomy Command
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� The transient happens because the back right foot steps before the front right foot.  Stepping straight forward would cause the foot to violate the longitudinal foot spread constraint.  Instead, the algorithm finds a slightly lower cost by placing the foot to the side of the IFP.





� Reword.  This is the conclusion to your section.  


�When were these measurements taken?


�


�A small introduction should be  placed here, please list requirements in bullet points.


�Designed to diagonal components? Please rewrite this sentence


�Review this sentence


�“these” what? Legs? Wheels? Both?


�As of?


�What is the second load? One is the static of 10.5 kg, the other is given by the torques etc.. please write it so that it is understood that the second load is given by the movement cause stresses


�As of…


�Got any formulas you used?


�Future work? Improvements? 


�Do you want to introduce the orientation sensors in your description – the purpose/importance of your subsystem


�This sentence is a bit repetitive within itself.  Reword.


�SPI stands for what?


�You could probably downplay how much you talk about power here


�How does it allow for control


�See I think you could talk about the sensors like this in the opening paragraph and then be more specific about your sensors in this paragraph.


�What is the importance of this sentence I am not seeing it connected to anything else in this section


�I am really unsure about leaving this in this section – could you either add it to Christine’s and keep this part  - but only with a one or two sentence summary OR consider combining sections with Christine.


�Overall – this paragraph does a good job explaining the software.  I would suggest reading through it again to make sure it is as clear as possible. – if you need to split it into two paragraphs that might also work.


�What are these tests testing? It doesn’t explain anywhere  Is it just functionality?


�Are you meaning currently or something related to the actual current.


�Just wondering: what is it? I feel like you could define that here if you wanted


�Maybe  include rough times showing that they are under a second?





I think we’ve already defined the requirement, so I don’t know what is wanted.


�So it is not fully expanded at this point?  But then why is it the final level?  Clear this up a bit.


�I think it is explained clearly.  It is a bit redundant though from first paragraph under FP search algorithm.  (it’s a good summary/intro)


�Which computer is this?


�The computer used for simulation.  More information than that isn’t really relevant to the design.


�To where?


�Huh?


�Good paragraph


�Huh?


�This sentence is WAY too long – can you split it up?  Hopefully that will make everything more clear.


�Reword – I understand the reasoning behind the statement but think you could word it better


�A bit confused


�Again good ideas but wording is bit funny


�Please rewrite this sentence :”for planning” doesn’t sound right. You can say that the height map will then be used by the foot planning subteam that will then select the best locations for a foot placement…etc


�Please make a two line introduction to the requirements, as we will be listing them as bullets points, this way it would fit in better in the doc


�This is a requirement, please put it as a bullet point. Who set this standard?


�Very well written, but this is a description of the system and the algorithm, not the requirement! Also, a picture here that shoes a typical map with different colours that follow your words would be a nice addition.


�What do you mean? If you used equations, please list them


�Explain where the noise can come from, and how much of it do you usually experience per “fresh” map.


�Rotated? Why? From what to what?


�This is hilarious. Definitely a keeper.


�This was a requirement, please put it up there


�Because this is a module, you might want to use capital letter P, since it’s a name. otherwise, say the module in charge of image projection.


�Clarify this concept


�Would a list with the different “times” for each module be clearer? Maybe a table… with a total time on bottom.


�At the time this document was written…


�What is this? explain


�A screen shot of the wiki would be a good idea


�This seems like a pretty important fact, shouldn’t it have a picture? This is the power document… you need to explain in more detail why you chose lithium  polymer batteries, definitely not mention it en passant in parenthesis…


�I think it’s locomotion, since that’s Cristi’s section, but should check with autonomy


�Please rewrite this sentence, too many maps


�This sentence is a bit contorted,


�Define cost, and define what you mean  by which leg is stepping
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